

    
      
          
            
  
Welcome to logisland’s documentation!

Chat with us on Gitter
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 [https://gitter.im/logisland/logisland?utm_source=share-link&utm_medium=link&utm_campaign=share-link]Download the latest release build [https://github.com/Hurence/logisland/releases] and unzip on an edge node.
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Engine-spark

Find below the list.




ConsoleStructuredStreamProviderService

Provide a ways to print output in console in a StructuredStream streams


Class

com.hurence.logisland.stream.spark.structured.provider.ConsoleStructuredStreamProviderService



Tags

None.



Properties

This component has no required or optional properties.



Extra informations

No additional information is provided






DummyRecordStream

No description provided.


Class

com.hurence.logisland.stream.spark.DummyRecordStream



Tags

None.



Properties

This component has no required or optional properties.



Extra informations

No additional information is provided






KafkaConnectBaseProviderService

No description provided.


Class

com.hurence.logisland.stream.spark.provider.KafkaConnectBaseProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kc.connector.class

	The class canonical name of the kafka connector to use.

	
	null

	false

	false



	kc.connector.properties

	The properties (key=value) for the connector.

	
	
	false

	false



	kc.data.key.converter

	Key converter class

	
	null

	false

	false



	kc.data.key.converter.properties

	Key converter properties

	
	
	false

	false



	kc.data.value.converter

	Value converter class

	
	null

	false

	false



	kc.data.value.converter.properties

	Value converter properties

	
	
	false

	false



	kc.worker.tasks.max

	Max number of threads for this connector

	
	1

	false

	false



	kc.partitions.max

	Max number of partitions for this connector.

	
	null

	false

	false



	kc.connector.offset.backing.store

	The underlying backing store to be used.

	memory (Standalone in memory offset backing store. Not suitable for clustered deployments unless source is unique or stateless), file (Standalone filesystem based offset backing store. You have to specify the property offset.storage.file.filename for the file path.Not suitable for clustered deployments unless source is unique or standalone), kafka (Distributed kafka topic based offset backing store. See the javadoc of class org.apache.kafka.connect.storage.KafkaOffsetBackingStore for the configuration options.This backing store is well suited for distributed deployments.)

	memory

	false

	false



	kc.connector.offset.backing.store.properties

	Properties to configure the offset backing store

	
	
	false

	false








Extra informations

No additional information is provided






KafkaConnectStructuredSinkProviderService

No description provided.


Class

com.hurence.logisland.stream.spark.provider.KafkaConnectStructuredSinkProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kc.connector.class

	The class canonical name of the kafka connector to use.

	
	null

	false

	false



	kc.connector.properties

	The properties (key=value) for the connector.

	
	
	false

	false



	kc.data.key.converter

	Key converter class

	
	null

	false

	false



	kc.data.key.converter.properties

	Key converter properties

	
	
	false

	false



	kc.data.value.converter

	Value converter class

	
	null

	false

	false



	kc.data.value.converter.properties

	Value converter properties

	
	
	false

	false



	kc.worker.tasks.max

	Max number of threads for this connector

	
	1

	false

	false



	kc.partitions.max

	Max number of partitions for this connector.

	
	null

	false

	false



	kc.connector.offset.backing.store

	The underlying backing store to be used.

	memory (Standalone in memory offset backing store. Not suitable for clustered deployments unless source is unique or stateless), file (Standalone filesystem based offset backing store. You have to specify the property offset.storage.file.filename for the file path.Not suitable for clustered deployments unless source is unique or standalone), kafka (Distributed kafka topic based offset backing store. See the javadoc of class org.apache.kafka.connect.storage.KafkaOffsetBackingStore for the configuration options.This backing store is well suited for distributed deployments.)

	memory

	false

	false



	kc.connector.offset.backing.store.properties

	Properties to configure the offset backing store

	
	
	false

	false








Extra informations

No additional information is provided






KafkaConnectStructuredSourceProviderService

No description provided.


Class

com.hurence.logisland.stream.spark.provider.KafkaConnectStructuredSourceProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kc.connector.class

	The class canonical name of the kafka connector to use.

	
	null

	false

	false



	kc.connector.properties

	The properties (key=value) for the connector.

	
	
	false

	false



	kc.data.key.converter

	Key converter class

	
	null

	false

	false



	kc.data.key.converter.properties

	Key converter properties

	
	
	false

	false



	kc.data.value.converter

	Value converter class

	
	null

	false

	false



	kc.data.value.converter.properties

	Value converter properties

	
	
	false

	false



	kc.worker.tasks.max

	Max number of threads for this connector

	
	1

	false

	false



	kc.partitions.max

	Max number of partitions for this connector.

	
	null

	false

	false



	kc.connector.offset.backing.store

	The underlying backing store to be used.

	memory (Standalone in memory offset backing store. Not suitable for clustered deployments unless source is unique or stateless), file (Standalone filesystem based offset backing store. You have to specify the property offset.storage.file.filename for the file path.Not suitable for clustered deployments unless source is unique or standalone), kafka (Distributed kafka topic based offset backing store. See the javadoc of class org.apache.kafka.connect.storage.KafkaOffsetBackingStore for the configuration options.This backing store is well suited for distributed deployments.)

	memory

	false

	false



	kc.connector.offset.backing.store.properties

	Properties to configure the offset backing store

	
	
	false

	false








Extra informations

No additional information is provided






KafkaRecordStreamDebugger

No description provided.


Class

com.hurence.logisland.stream.spark.KafkaRecordStreamDebugger



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kafka.error.topics

	Sets the error topics Kafka topic name

	
	_errors

	false

	false



	kafka.input.topics

	Sets the input Kafka topic name

	
	_raw

	false

	false



	kafka.output.topics

	Sets the output Kafka topic name

	
	_records

	false

	false



	avro.input.schema

	the avro schema definition

	
	null

	false

	false



	avro.output.schema

	the avro schema definition for the output serialization

	
	null

	false

	false



	kafka.input.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.output.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.error.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false



	kafka.topic.autoCreate

	define wether a topic should be created automatically if not already exists

	
	true

	false

	false



	kafka.topic.default.partitions

	if autoCreate is set to true, this will set the number of partition at topic creation time

	
	20

	false

	false



	kafka.topic.default.replicationFactor

	if autoCreate is set to true, this will set the number of replica for each partition at topic creation time

	
	3

	false

	false



	kafka.metadata.broker.list

	a comma separated list of host:port brokers

	
	sandbox:9092

	false

	false



	kafka.zookeeper.quorum

	No Description Provided.

	
	sandbox:2181

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	kafka.batch.size

	measures batch size in total bytes instead of the number of messages. It controls how many bytes of data to collect before sending messages to the Kafka broker. Set this as high as possible, without exceeding available memory. The default value is 16384.

If you increase the size of your buffer, it might never get full.The Producer sends the information eventually, based on other triggers, such as linger time in milliseconds. Although you can impair memory usage by setting the buffer batch size too high, this does not impact latency.

If your producer is sending all the time, you are probably getting the best throughput possible. If the producer is often idle, you might not be writing enough data to warrant the current allocation of resources.


	
	16384

	false

	false



	kafka.linger.ms

	linger.ms sets the maximum time to buffer data in asynchronous mode. For example, a setting of 100 batches 100ms of messages to send at once. This improves throughput, but the buffering adds message delivery latency.

By default, the producer does not wait. It sends the buffer any time data is available.

Instead of sending immediately, you can set linger.ms to 5 and send more messages in one batch. This would reduce the number of requests sent, but would add up to 5 milliseconds of latency to records sent, even if the load on the system does not warrant the delay.

The farther away the broker is from the producer, the more overhead required to send messages. Increase linger.ms for higher latency and higher throughput in your producer.


	
	5

	false

	false



	kafka.acks

	The number of acknowledgments the producer requires the leader to have received before considering a request complete. This controls the  durability of records that are sent. The following settings are common:  <ul> <li><code>acks=0</code> If set to zero then the producer will not wait for any acknowledgment from the server at all. The record will be immediately added to the socket buffer and considered sent. No guarantee can be made that the server has received the record in this case, and the <code>retries</code> configuration will not take effect (as the client won’t generally know of any failures). The offset given back for each record will always be set to -1. <li><code>acks=1</code> This will mean the leader will write the record to its local log but will respond without awaiting full acknowledgement from all followers. In this case should the leader fail immediately after acknowledging the record but before the followers have replicated it then the record will be lost. <li><code>acks=all</code> This means the leader will wait for the full set of in-sync replicas to acknowledge the record. This guarantees that the record will not be lost as long as at least one in-sync replica remains alive. This is the strongest available guarantee.

	
	all

	false

	false



	window.duration

	all the elements in seen in a sliding window of time over. windowDuration = width of the window; must be a multiple of batching interval

	
	null

	false

	false



	slide.duration

	sliding interval of the window (i.e., the interval after which  the new DStream will generate RDDs); must be a multiple of batching interval

	
	null

	false

	false








Extra informations

No additional information is provided






KafkaRecordStreamHDFSBurner

No description provided.


Class

com.hurence.logisland.stream.spark.KafkaRecordStreamHDFSBurner



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kafka.error.topics

	Sets the error topics Kafka topic name

	
	_errors

	false

	false



	kafka.input.topics

	Sets the input Kafka topic name

	
	_raw

	false

	false



	kafka.output.topics

	Sets the output Kafka topic name

	
	_records

	false

	false



	avro.input.schema

	the avro schema definition

	
	null

	false

	false



	avro.output.schema

	the avro schema definition for the output serialization

	
	null

	false

	false



	kafka.input.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.output.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.error.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false



	kafka.topic.autoCreate

	define wether a topic should be created automatically if not already exists

	
	true

	false

	false



	kafka.topic.default.partitions

	if autoCreate is set to true, this will set the number of partition at topic creation time

	
	20

	false

	false



	kafka.topic.default.replicationFactor

	if autoCreate is set to true, this will set the number of replica for each partition at topic creation time

	
	3

	false

	false



	kafka.metadata.broker.list

	a comma separated list of host:port brokers

	
	sandbox:9092

	false

	false



	kafka.zookeeper.quorum

	No Description Provided.

	
	sandbox:2181

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	kafka.batch.size

	measures batch size in total bytes instead of the number of messages. It controls how many bytes of data to collect before sending messages to the Kafka broker. Set this as high as possible, without exceeding available memory. The default value is 16384.

If you increase the size of your buffer, it might never get full.The Producer sends the information eventually, based on other triggers, such as linger time in milliseconds. Although you can impair memory usage by setting the buffer batch size too high, this does not impact latency.

If your producer is sending all the time, you are probably getting the best throughput possible. If the producer is often idle, you might not be writing enough data to warrant the current allocation of resources.


	
	16384

	false

	false



	kafka.linger.ms

	linger.ms sets the maximum time to buffer data in asynchronous mode. For example, a setting of 100 batches 100ms of messages to send at once. This improves throughput, but the buffering adds message delivery latency.

By default, the producer does not wait. It sends the buffer any time data is available.

Instead of sending immediately, you can set linger.ms to 5 and send more messages in one batch. This would reduce the number of requests sent, but would add up to 5 milliseconds of latency to records sent, even if the load on the system does not warrant the delay.

The farther away the broker is from the producer, the more overhead required to send messages. Increase linger.ms for higher latency and higher throughput in your producer.


	
	5

	false

	false



	kafka.acks

	The number of acknowledgments the producer requires the leader to have received before considering a request complete. This controls the  durability of records that are sent. The following settings are common:  <ul> <li><code>acks=0</code> If set to zero then the producer will not wait for any acknowledgment from the server at all. The record will be immediately added to the socket buffer and considered sent. No guarantee can be made that the server has received the record in this case, and the <code>retries</code> configuration will not take effect (as the client won’t generally know of any failures). The offset given back for each record will always be set to -1. <li><code>acks=1</code> This will mean the leader will write the record to its local log but will respond without awaiting full acknowledgement from all followers. In this case should the leader fail immediately after acknowledging the record but before the followers have replicated it then the record will be lost. <li><code>acks=all</code> This means the leader will wait for the full set of in-sync replicas to acknowledge the record. This guarantees that the record will not be lost as long as at least one in-sync replica remains alive. This is the strongest available guarantee.

	
	all

	false

	false



	window.duration

	all the elements in seen in a sliding window of time over. windowDuration = width of the window; must be a multiple of batching interval

	
	null

	false

	false



	slide.duration

	sliding interval of the window (i.e., the interval after which  the new DStream will generate RDDs); must be a multiple of batching interval

	
	null

	false

	false



	output.folder.path

	the location where to put files : file:///tmp/out

	
	null

	false

	false



	output.format

	can be parquet, orc csv

	parquet, txt, json, json

	null

	false

	false



	record.type

	the type of event to filter

	
	null

	false

	false



	num.partitions

	the numbers of physical files on HDFS

	
	4

	false

	false



	exclude.errors

	do we include records with errors ?

	
	true

	false

	false



	date.format

	The format of the date for the partition

	
	yyyy-MM-dd

	false

	false



	input.format

	Used to load data from a raw record_value. Only json supported

	
	
	false

	false








Extra informations

No additional information is provided






KafkaRecordStreamParallelProcessing

No description provided.


Class

com.hurence.logisland.stream.spark.KafkaRecordStreamParallelProcessing



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kafka.error.topics

	Sets the error topics Kafka topic name

	
	_errors

	false

	false



	kafka.input.topics

	Sets the input Kafka topic name

	
	_raw

	false

	false



	kafka.output.topics

	Sets the output Kafka topic name

	
	_records

	false

	false



	avro.input.schema

	the avro schema definition

	
	null

	false

	false



	avro.output.schema

	the avro schema definition for the output serialization

	
	null

	false

	false



	kafka.input.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.output.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.error.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false



	kafka.topic.autoCreate

	define wether a topic should be created automatically if not already exists

	
	true

	false

	false



	kafka.topic.default.partitions

	if autoCreate is set to true, this will set the number of partition at topic creation time

	
	20

	false

	false



	kafka.topic.default.replicationFactor

	if autoCreate is set to true, this will set the number of replica for each partition at topic creation time

	
	3

	false

	false



	kafka.metadata.broker.list

	a comma separated list of host:port brokers

	
	sandbox:9092

	false

	false



	kafka.zookeeper.quorum

	No Description Provided.

	
	sandbox:2181

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	kafka.batch.size

	measures batch size in total bytes instead of the number of messages. It controls how many bytes of data to collect before sending messages to the Kafka broker. Set this as high as possible, without exceeding available memory. The default value is 16384.

If you increase the size of your buffer, it might never get full.The Producer sends the information eventually, based on other triggers, such as linger time in milliseconds. Although you can impair memory usage by setting the buffer batch size too high, this does not impact latency.

If your producer is sending all the time, you are probably getting the best throughput possible. If the producer is often idle, you might not be writing enough data to warrant the current allocation of resources.


	
	16384

	false

	false



	kafka.linger.ms

	linger.ms sets the maximum time to buffer data in asynchronous mode. For example, a setting of 100 batches 100ms of messages to send at once. This improves throughput, but the buffering adds message delivery latency.

By default, the producer does not wait. It sends the buffer any time data is available.

Instead of sending immediately, you can set linger.ms to 5 and send more messages in one batch. This would reduce the number of requests sent, but would add up to 5 milliseconds of latency to records sent, even if the load on the system does not warrant the delay.

The farther away the broker is from the producer, the more overhead required to send messages. Increase linger.ms for higher latency and higher throughput in your producer.


	
	5

	false

	false



	kafka.acks

	The number of acknowledgments the producer requires the leader to have received before considering a request complete. This controls the  durability of records that are sent. The following settings are common:  <ul> <li><code>acks=0</code> If set to zero then the producer will not wait for any acknowledgment from the server at all. The record will be immediately added to the socket buffer and considered sent. No guarantee can be made that the server has received the record in this case, and the <code>retries</code> configuration will not take effect (as the client won’t generally know of any failures). The offset given back for each record will always be set to -1. <li><code>acks=1</code> This will mean the leader will write the record to its local log but will respond without awaiting full acknowledgement from all followers. In this case should the leader fail immediately after acknowledging the record but before the followers have replicated it then the record will be lost. <li><code>acks=all</code> This means the leader will wait for the full set of in-sync replicas to acknowledge the record. This guarantees that the record will not be lost as long as at least one in-sync replica remains alive. This is the strongest available guarantee.

	
	all

	false

	false



	window.duration

	all the elements in seen in a sliding window of time over. windowDuration = width of the window; must be a multiple of batching interval

	
	null

	false

	false



	slide.duration

	sliding interval of the window (i.e., the interval after which  the new DStream will generate RDDs); must be a multiple of batching interval

	
	null

	false

	false








Extra informations

No additional information is provided






KafkaRecordStreamSQLAggregator

This is a stream capable of SQL query interpretations.


Class

com.hurence.logisland.stream.spark.KafkaRecordStreamSQLAggregator



Tags

stream, SQL, query, record



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kafka.error.topics

	Sets the error topics Kafka topic name

	
	_errors

	false

	false



	kafka.input.topics

	Sets the input Kafka topic name

	
	_raw

	false

	false



	kafka.output.topics

	Sets the output Kafka topic name

	
	_records

	false

	false



	avro.input.schema

	the avro schema definition

	
	null

	false

	false



	avro.output.schema

	the avro schema definition for the output serialization

	
	null

	false

	false



	kafka.input.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.output.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.error.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false



	kafka.topic.autoCreate

	define wether a topic should be created automatically if not already exists

	
	true

	false

	false



	kafka.topic.default.partitions

	if autoCreate is set to true, this will set the number of partition at topic creation time

	
	20

	false

	false



	kafka.topic.default.replicationFactor

	if autoCreate is set to true, this will set the number of replica for each partition at topic creation time

	
	3

	false

	false



	kafka.metadata.broker.list

	a comma separated list of host:port brokers

	
	sandbox:9092

	false

	false



	kafka.zookeeper.quorum

	No Description Provided.

	
	sandbox:2181

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	kafka.batch.size

	measures batch size in total bytes instead of the number of messages. It controls how many bytes of data to collect before sending messages to the Kafka broker. Set this as high as possible, without exceeding available memory. The default value is 16384.

If you increase the size of your buffer, it might never get full.The Producer sends the information eventually, based on other triggers, such as linger time in milliseconds. Although you can impair memory usage by setting the buffer batch size too high, this does not impact latency.

If your producer is sending all the time, you are probably getting the best throughput possible. If the producer is often idle, you might not be writing enough data to warrant the current allocation of resources.


	
	16384

	false

	false



	kafka.linger.ms

	linger.ms sets the maximum time to buffer data in asynchronous mode. For example, a setting of 100 batches 100ms of messages to send at once. This improves throughput, but the buffering adds message delivery latency.

By default, the producer does not wait. It sends the buffer any time data is available.

Instead of sending immediately, you can set linger.ms to 5 and send more messages in one batch. This would reduce the number of requests sent, but would add up to 5 milliseconds of latency to records sent, even if the load on the system does not warrant the delay.

The farther away the broker is from the producer, the more overhead required to send messages. Increase linger.ms for higher latency and higher throughput in your producer.


	
	5

	false

	false



	kafka.acks

	The number of acknowledgments the producer requires the leader to have received before considering a request complete. This controls the  durability of records that are sent. The following settings are common:  <ul> <li><code>acks=0</code> If set to zero then the producer will not wait for any acknowledgment from the server at all. The record will be immediately added to the socket buffer and considered sent. No guarantee can be made that the server has received the record in this case, and the <code>retries</code> configuration will not take effect (as the client won’t generally know of any failures). The offset given back for each record will always be set to -1. <li><code>acks=1</code> This will mean the leader will write the record to its local log but will respond without awaiting full acknowledgement from all followers. In this case should the leader fail immediately after acknowledging the record but before the followers have replicated it then the record will be lost. <li><code>acks=all</code> This means the leader will wait for the full set of in-sync replicas to acknowledge the record. This guarantees that the record will not be lost as long as at least one in-sync replica remains alive. This is the strongest available guarantee.

	
	all

	false

	false



	window.duration

	all the elements in seen in a sliding window of time over. windowDuration = width of the window; must be a multiple of batching interval

	
	null

	false

	false



	slide.duration

	sliding interval of the window (i.e., the interval after which  the new DStream will generate RDDs); must be a multiple of batching interval

	
	null

	false

	false



	max.results.count

	the max number of rows to output. (-1 for no limit)

	
	-1

	false

	false



	sql.query

	The SQL query to execute, please note that the table name must exists in input topics names

	
	null

	false

	false



	output.record.type

	the output type of the record

	
	aggregation

	false

	false








Extra informations

No additional information is provided






KafkaStreamProcessingEngine

No description provided.


Class

com.hurence.logisland.engine.spark.KafkaStreamProcessingEngine



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	spark.app.name

	Tha application name

	
	logisland

	false

	false



	spark.master

	The url to Spark Master

	
	local[2]

	false

	false



	spark.monitoring.driver.port

	The port for exposing monitoring metrics

	
	null

	false

	false



	spark.yarn.deploy-mode

	The yarn deploy mode

	
	null

	false

	false



	spark.yarn.queue

	The name of the YARN queue

	
	default

	false

	false



	spark.driver.memory

	The memory size for Spark driver

	
	512m

	false

	false



	spark.executor.memory

	The memory size for Spark executors

	
	1g

	false

	false



	spark.driver.cores

	The number of cores for Spark driver

	
	4

	false

	false



	spark.executor.cores

	The number of cores for Spark driver

	
	1

	false

	false



	spark.executor.instances

	The number of instances for Spark app

	
	null

	false

	false



	spark.serializer

	Class to use for serializing objects that will be sent over the network or need to be cached in serialized form

	
	org.apache.spark.serializer.KryoSerializer

	false

	false



	spark.streaming.blockInterval

	Interval at which data received by Spark Streaming receivers is chunked into blocks of data before storing them in Spark. Minimum recommended - 50 ms

	
	350

	false

	false



	spark.streaming.kafka.maxRatePerPartition

	Maximum rate (number of records per second) at which data will be read from each Kafka partition

	
	5000

	false

	false



	spark.streaming.batchDuration

	No Description Provided.

	
	2000

	false

	false



	spark.streaming.backpressure.enabled

	This enables the Spark Streaming to control the receiving rate based on the current batch scheduling delays and processing times so that the system receives only as fast as the system can process.

	
	false

	false

	false



	spark.streaming.unpersist

	Force RDDs generated and persisted by Spark Streaming to be automatically unpersisted from Spark’s memory. The raw input data received by Spark Streaming is also automatically cleared. Setting this to false will allow the raw data and persisted RDDs to be accessible outside the streaming application as they will not be cleared automatically. But it comes at the cost of higher memory usage in Spark.

	
	false

	false

	false



	spark.ui.port

	No Description Provided.

	
	4050

	false

	false



	spark.streaming.timeout

	No Description Provided.

	
	-1

	false

	false



	spark.streaming.kafka.maxRetries

	Maximum rate (number of records per second) at which data will be read from each Kafka partition

	
	3

	false

	false



	spark.streaming.ui.retainedBatches

	How many batches the Spark Streaming UI and status APIs remember before garbage collecting.

	
	200

	false

	false



	spark.streaming.receiver.writeAheadLog.enable

	Enable write ahead logs for receivers. All the input data received through receivers will be saved to write ahead logs that will allow it to be recovered after driver failures.

	
	false

	false

	false



	spark.yarn.maxAppAttempts

	Because Spark driver and Application Master share a single JVM, any error in Spark driver stops our long-running job. Fortunately it is possible to configure maximum number of attempts that will be made to re-run the application. It is reasonable to set higher value than default 2 (derived from YARN cluster property yarn.resourcemanager.am.max-attempts). 4 works quite well, higher value may cause unnecessary restarts even if the reason of the failure is permanent.

	
	4

	false

	false



	spark.yarn.am.attemptFailuresValidityInterval

	If the application runs for days or weeks without restart or redeployment on highly utilized cluster, 4 attempts could be exhausted in few hours. To avoid this situation, the attempt counter should be reset on every hour of so.

	
	1h

	false

	false



	spark.yarn.max.executor.failures

	a maximum number of executor failures before the application fails. By default it is max(2 * num executors, 3), well suited for batch jobs but not for long-running jobs. The property comes with corresponding validity interval which also should be set.8 * num_executors

	
	20

	false

	false



	spark.yarn.executor.failuresValidityInterval

	If the application runs for days or weeks without restart or redeployment on highly utilized cluster, x attempts could be exhausted in few hours. To avoid this situation, the attempt counter should be reset on every hour of so.

	
	1h

	false

	false



	spark.task.maxFailures

	For long-running jobs you could also consider to boost maximum number of task failures before giving up the job. By default tasks will be retried 4 times and then job fails.

	
	8

	false

	false



	spark.memory.fraction

	expresses the size of M as a fraction of the (JVM heap space - 300MB) (default 0.75). The rest of the space (25%) is reserved for user data structures, internal metadata in Spark, and safeguarding against OOM errors in the case of sparse and unusually large records.

	
	0.6

	false

	false



	spark.memory.storageFraction

	expresses the size of R as a fraction of M (default 0.5). R is the storage space within M where cached blocks immune to being evicted by execution.

	
	0.5

	false

	false



	spark.scheduler.mode

	The scheduling mode between jobs submitted to the same SparkContext. Can be set to FAIR to use fair sharing instead of queueing jobs one after another. Useful for multi-user services.

	FAIR (fair sharing), FIFO (queueing jobs one after another)

	FAIR

	false

	false



	spark.properties.file.path

	for using –properties-file option while submitting spark job

	
	null

	false

	false



	java.library.path

	The java library path to use with mesos.

	
	null

	false

	false



	spark.cores.max

	The maximum number of total executor core with mesos.

	
	null

	false

	false








Extra informations

No additional information is provided






KafkaStructuredStreamProviderService

Provide a ways to use kafka as input or output in StructuredStream streams


Class

com.hurence.logisland.stream.spark.structured.provider.KafkaStructuredStreamProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	kafka.error.topics

	Sets the error topics Kafka topic name

	
	_errors

	false

	false



	kafka.input.topics

	Sets the input Kafka topic name

	
	_raw

	false

	false



	kafka.output.topics

	Sets the output Kafka topic name

	
	_records

	false

	false



	avro.input.schema

	the avro schema definition

	
	null

	false

	false



	avro.output.schema

	the avro schema definition for the output serialization

	
	null

	false

	false



	kafka.input.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.output.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	kafka.error.topics.serializer

	No Description Provided.

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false



	kafka.topic.autoCreate

	define wether a topic should be created automatically if not already exists

	
	true

	false

	false



	kafka.topic.default.partitions

	if autoCreate is set to true, this will set the number of partition at topic creation time

	
	20

	false

	false



	kafka.topic.default.replicationFactor

	if autoCreate is set to true, this will set the number of replica for each partition at topic creation time

	
	3

	false

	false



	kafka.metadata.broker.list

	a comma separated list of host:port brokers

	
	sandbox:9092

	false

	false



	kafka.zookeeper.quorum

	No Description Provided.

	
	sandbox:2181

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	kafka.batch.size

	measures batch size in total bytes instead of the number of messages. It controls how many bytes of data to collect before sending messages to the Kafka broker. Set this as high as possible, without exceeding available memory. The default value is 16384.

If you increase the size of your buffer, it might never get full.The Producer sends the information eventually, based on other triggers, such as linger time in milliseconds. Although you can impair memory usage by setting the buffer batch size too high, this does not impact latency.

If your producer is sending all the time, you are probably getting the best throughput possible. If the producer is often idle, you might not be writing enough data to warrant the current allocation of resources.


	
	16384

	false

	false



	kafka.linger.ms

	linger.ms sets the maximum time to buffer data in asynchronous mode. For example, a setting of 100 batches 100ms of messages to send at once. This improves throughput, but the buffering adds message delivery latency.

By default, the producer does not wait. It sends the buffer any time data is available.

Instead of sending immediately, you can set linger.ms to 5 and send more messages in one batch. This would reduce the number of requests sent, but would add up to 5 milliseconds of latency to records sent, even if the load on the system does not warrant the delay.

The farther away the broker is from the producer, the more overhead required to send messages. Increase linger.ms for higher latency and higher throughput in your producer.


	
	5

	false

	false



	kafka.acks

	The number of acknowledgments the producer requires the leader to have received before considering a request complete. This controls the  durability of records that are sent. The following settings are common:  <ul> <li><code>acks=0</code> If set to zero then the producer will not wait for any acknowledgment from the server at all. The record will be immediately added to the socket buffer and considered sent. No guarantee can be made that the server has received the record in this case, and the <code>retries</code> configuration will not take effect (as the client won’t generally know of any failures). The offset given back for each record will always be set to -1. <li><code>acks=1</code> This will mean the leader will write the record to its local log but will respond without awaiting full acknowledgement from all followers. In this case should the leader fail immediately after acknowledging the record but before the followers have replicated it then the record will be lost. <li><code>acks=all</code> This means the leader will wait for the full set of in-sync replicas to acknowledge the record. This guarantees that the record will not be lost as long as at least one in-sync replica remains alive. This is the strongest available guarantee.

	
	all

	false

	false



	window.duration

	all the elements in seen in a sliding window of time over. windowDuration = width of the window; must be a multiple of batching interval

	
	null

	false

	false



	slide.duration

	sliding interval of the window (i.e., the interval after which  the new DStream will generate RDDs); must be a multiple of batching interval

	
	null

	false

	false








Extra informations

No additional information is provided






LocalFileStructuredStreamProviderService

Provide a way to read a local file as input in StructuredStream streams


Class

com.hurence.logisland.stream.spark.structured.provider.LocalFileStructuredStreamProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	local.input.path

	the location of the directory of files to be loaded. All files inside the directory will be taked as input

	
	null

	false

	false



	max.files.per.trigger

	
maximum number of new files to be considered in every trigger (default: no max)





	
	null

	false

	false



	latest.first

	whether to processs the latest new files first, useful when there is a large backlog of files (default: false)

	
	null

	false

	false



	filename.only

	whether to check new files based on only the filename instead of on the full path (default: false). With this set to true, the following files would be considered as the same file, because their filenames, “dataset.txt”, are the same:

“file:///dataset.txt”

“s3://a/dataset.txt”

“s3n://a/b/dataset.txt”

“s3a://a/b/c/dataset.txt”


	
	null

	false

	false








Extra informations

No additional information is provided






MQTTStructuredStreamProviderService

Provide a ways to use Mqtt a input or output in StructuredStream streams


Class

com.hurence.logisland.stream.spark.structured.provider.MQTTStructuredStreamProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mqtt.broker.url

	brokerUrl A url MqttClient connects to. Set this or path as the url of the Mqtt Server. e.g. tcp://localhost:1883

	
	tcp://localhost:1883

	false

	false



	mqtt.clean.session

	cleanSession Setting it true starts a clean session, removes all checkpointed messages by a previous run of this source. This is set to false by default.

	
	true

	false

	false



	mqtt.client.id

	clientID this client is associated. Provide the same value to recover a stopped client.

	
	null

	false

	false



	mqtt.connection.timeout

	connectionTimeout Sets the connection timeout, a value of 0 is interpreted as wait until client connects. See MqttConnectOptions.setConnectionTimeout for more information

	
	5000

	false

	false



	mqtt.keep.alive

	keepAlive Same as MqttConnectOptions.setKeepAliveInterval.

	
	5000

	false

	false



	mqtt.password

	password Sets the password to use for the connection

	
	null

	false

	false



	mqtt.persistence

	persistence By default it is used for storing incoming messages on disk. If memory is provided as value for this option, then recovery on restart is not supported.

	
	memory

	false

	false



	mqtt.version

	mqttVersion Same as MqttConnectOptions.setMqttVersion

	
	5000

	false

	false



	mqtt.username

	
username Sets the user name to use for the connection to Mqtt Server. Do not set it, if server does not need this. Setting it empty will lead to errors.





	
	null

	false

	false



	mqtt.qos

	
QoS The maximum quality of service to subscribe each topic at.Messages published at a lower quality of service will be received at the published QoS.Messages published at a higher quality of service will be received using the QoS specified on the subscribe





	
	0

	false

	false



	mqtt.topic

	Topic MqttClient subscribes to.

	
	null

	false

	false








Extra informations

No additional information is provided






RateStructuredStreamProviderService

Generates data at the specified number of rows per second, each output row contains a timestamp and value. Where timestamp is a Timestamp type containing the time of message dispatch, and value is of Long type containing the message count, starting from 0 as the first row. This source is intended for testing and benchmarking. Used in StructuredStream streams.


Class

com.hurence.logisland.stream.spark.structured.provider.RateStructuredStreamProviderService



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	local.file.input.path

	the location of the file to be loaded

	
	null

	false

	false



	local.file.output.path

	the location of the file to be writen

	
	null

	false

	false



	has.csv.header

	Is this a csv file with the first line as a header

	
	true

	false

	false



	csv.delimiter

	the delimiter

	
	,

	false

	false








Extra informations

No additional information is provided






RemoteApiStreamProcessingEngine

No description provided.


Class

com.hurence.logisland.engine.spark.RemoteApiStreamProcessingEngine



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	spark.app.name

	Tha application name

	
	logisland

	false

	false



	spark.master

	The url to Spark Master

	
	local[2]

	false

	false



	spark.monitoring.driver.port

	The port for exposing monitoring metrics

	
	null

	false

	false



	spark.yarn.deploy-mode

	The yarn deploy mode

	
	null

	false

	false



	spark.yarn.queue

	The name of the YARN queue

	
	default

	false

	false



	spark.driver.memory

	The memory size for Spark driver

	
	512m

	false

	false



	spark.executor.memory

	The memory size for Spark executors

	
	1g

	false

	false



	spark.driver.cores

	The number of cores for Spark driver

	
	4

	false

	false



	spark.executor.cores

	The number of cores for Spark driver

	
	1

	false

	false



	spark.executor.instances

	The number of instances for Spark app

	
	null

	false

	false



	spark.serializer

	Class to use for serializing objects that will be sent over the network or need to be cached in serialized form

	
	org.apache.spark.serializer.KryoSerializer

	false

	false



	spark.streaming.blockInterval

	Interval at which data received by Spark Streaming receivers is chunked into blocks of data before storing them in Spark. Minimum recommended - 50 ms

	
	350

	false

	false



	spark.streaming.kafka.maxRatePerPartition

	Maximum rate (number of records per second) at which data will be read from each Kafka partition

	
	5000

	false

	false



	spark.streaming.batchDuration

	No Description Provided.

	
	2000

	false

	false



	spark.streaming.backpressure.enabled

	This enables the Spark Streaming to control the receiving rate based on the current batch scheduling delays and processing times so that the system receives only as fast as the system can process.

	
	false

	false

	false



	spark.streaming.unpersist

	Force RDDs generated and persisted by Spark Streaming to be automatically unpersisted from Spark’s memory. The raw input data received by Spark Streaming is also automatically cleared. Setting this to false will allow the raw data and persisted RDDs to be accessible outside the streaming application as they will not be cleared automatically. But it comes at the cost of higher memory usage in Spark.

	
	false

	false

	false



	spark.ui.port

	No Description Provided.

	
	4050

	false

	false



	spark.streaming.timeout

	No Description Provided.

	
	-1

	false

	false



	spark.streaming.kafka.maxRetries

	Maximum rate (number of records per second) at which data will be read from each Kafka partition

	
	3

	false

	false



	spark.streaming.ui.retainedBatches

	How many batches the Spark Streaming UI and status APIs remember before garbage collecting.

	
	200

	false

	false



	spark.streaming.receiver.writeAheadLog.enable

	Enable write ahead logs for receivers. All the input data received through receivers will be saved to write ahead logs that will allow it to be recovered after driver failures.

	
	false

	false

	false



	spark.yarn.maxAppAttempts

	Because Spark driver and Application Master share a single JVM, any error in Spark driver stops our long-running job. Fortunately it is possible to configure maximum number of attempts that will be made to re-run the application. It is reasonable to set higher value than default 2 (derived from YARN cluster property yarn.resourcemanager.am.max-attempts). 4 works quite well, higher value may cause unnecessary restarts even if the reason of the failure is permanent.

	
	4

	false

	false



	spark.yarn.am.attemptFailuresValidityInterval

	If the application runs for days or weeks without restart or redeployment on highly utilized cluster, 4 attempts could be exhausted in few hours. To avoid this situation, the attempt counter should be reset on every hour of so.

	
	1h

	false

	false



	spark.yarn.max.executor.failures

	a maximum number of executor failures before the application fails. By default it is max(2 * num executors, 3), well suited for batch jobs but not for long-running jobs. The property comes with corresponding validity interval which also should be set.8 * num_executors

	
	20

	false

	false



	spark.yarn.executor.failuresValidityInterval

	If the application runs for days or weeks without restart or redeployment on highly utilized cluster, x attempts could be exhausted in few hours. To avoid this situation, the attempt counter should be reset on every hour of so.

	
	1h

	false

	false



	spark.task.maxFailures

	For long-running jobs you could also consider to boost maximum number of task failures before giving up the job. By default tasks will be retried 4 times and then job fails.

	
	8

	false

	false



	spark.memory.fraction

	expresses the size of M as a fraction of the (JVM heap space - 300MB) (default 0.75). The rest of the space (25%) is reserved for user data structures, internal metadata in Spark, and safeguarding against OOM errors in the case of sparse and unusually large records.

	
	0.6

	false

	false



	spark.memory.storageFraction

	expresses the size of R as a fraction of M (default 0.5). R is the storage space within M where cached blocks immune to being evicted by execution.

	
	0.5

	false

	false



	spark.scheduler.mode

	The scheduling mode between jobs submitted to the same SparkContext. Can be set to FAIR to use fair sharing instead of queueing jobs one after another. Useful for multi-user services.

	FAIR (fair sharing), FIFO (queueing jobs one after another)

	FAIR

	false

	false



	spark.properties.file.path

	for using –properties-file option while submitting spark job

	
	null

	false

	false



	java.library.path

	The java library path to use with mesos.

	
	null

	false

	false



	spark.cores.max

	The maximum number of total executor core with mesos.

	
	null

	false

	false



	remote.api.baseUrl

	The base URL of the remote server providing logisland configuration

	
	null

	false

	false



	remote.api.polling.rate

	Remote api polling rate in milliseconds

	
	null

	false

	false



	remote.api.push.rate

	Remote api configuration push rate in milliseconds

	
	null

	false

	false



	remote.api.timeouts.connect

	Remote api connection timeout in milliseconds

	
	10000

	false

	false



	remote.api.auth.user

	The basic authentication user for the remote api endpoint.

	
	null

	false

	false



	remote.api.auth.password

	The basic authentication password for the remote api endpoint.

	
	null

	false

	false



	remote.api.timeouts.socket

	Remote api default read/write socket timeout in milliseconds

	
	10000

	false

	false








Extra informations

No additional information is provided






StructuredStream

No description provided.


Class

com.hurence.logisland.stream.spark.structured.StructuredStream



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	read.stream.service.provider

	the controller service that gives connection information

	
	null

	false

	false



	read.topics.serializer

	the serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	read.topics.key.serializer

	The key serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes)

	none

	false

	false



	write.stream.service.provider

	the controller service that gives connection information

	
	null

	false

	false



	write.topics.serializer

	the serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	write.topics.key.serializer

	The key serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	groupby

	comma separated list of fields to group the partition by

	
	null

	false

	false



	state.timeout.ms

	the time in ms before we invalidate the microbatch state

	
	2000

	false

	false



	chunk.size

	the number of records to group into chunks

	
	100

	false

	false








Extra informations

No additional information is provided






          

      

      

    

  

    
      
          
            
  
Engine-vanilla

Find below the list.




AmqpClientPipelineStream

No description provided.


Class

com.hurence.logisland.engine.vanilla.stream.amqp.AmqpClientPipelineStream



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	connection.host

	Connection host name

	
	null

	false

	false



	connection.port

	Connection port

	
	5672

	false

	false



	link.credits

	Flow control. How many credits for this links. Higher means higher prefetch (prebuffered number of messages

	
	1024

	false

	false



	connection.auth.user

	Connection authenticated user name

	
	null

	false

	false



	connection.auth.password

	Connection authenticated password

	
	null

	false

	false



	connection.auth.tls.cert

	Connection TLS public certificate (PEM file path)

	
	null

	false

	false



	connection.auth.tls.key

	Connection TLS private key (PEM file path)

	
	null

	false

	false



	connection.auth.ca.cert

	Connection TLS CA cert (PEM file path)

	
	null

	false

	false



	read.topic

	The input path for any topic to be read from

	
	
	false

	false



	read.topic.serializer

	The serializer to use

	com.hurence.logisland.serializer.BsonSerializer (serialize events as bson), com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	avro.input.schema

	The avro schema definition

	
	null

	false

	false



	write.topic

	The input path for any topic to be written to

	
	
	false

	false



	write.topic.serializer

	The serializer to use

	com.hurence.logisland.serializer.BsonSerializer (serialize events as bson), com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	avro.output.schema

	The avro schema definition for the output serialization

	
	null

	false

	false



	container.id

	AMQP container ID

	
	null

	false

	false



	write.topic.content.type

	The content type to set in the output message

	
	null

	false

	false



	connection.reconnect.backoff

	Reconnection delay linear backoff

	
	2.0

	false

	false



	connection.reconnect.initial.delay

	Initial reconnection delay in milliseconds

	
	1000

	false

	false



	connection.reconnect.max.delay

	Maximum reconnection delay in milliseconds

	
	30000

	false

	false








Extra informations

No additional information is provided






KafkaStreamsPipelineStream

No description provided.


Class

com.hurence.logisland.engine.vanilla.stream.kafka.KafkaStreamsPipelineStream



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	bootstrap.servers

	List of kafka nodes to connect to

	
	null

	false

	false



	read.topics

	The input path for any topic to be read from

	
	
	false

	false



	avro.input.schema

	The avro schema definition

	
	null

	false

	false



	avro.output.schema

	The avro schema definition for the output serialization

	
	null

	false

	false



	kafka.manual.offset.reset

	What to do when there is no initial offset in Kafka or if the current offset does not exist any more on the server (e.g. because that data has been deleted):

earliest: automatically reset the offset to the earliest offset

latest: automatically reset the offset to the latest offset

none: throw exception to the consumer if no previous offset is found for the consumer’s group

anything else: throw exception to the consumer.


	latest (the offset to the latest offset), earliest (the offset to the earliest offset), none (the latest saved  offset)

	earliest

	false

	false



	read.topics.serializer

	The serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false



	write.topics

	The input path for any topic to be written to

	
	
	false

	false



	write.topics.serializer

	The serializer to use

	com.hurence.logisland.serializer.KryoSerializer (serialize events as binary blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.ExtendedJsonSerializer (serialize events as json blocs supporting nested objects/arrays), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.StringSerializer (serialize events as string), none (send events as bytes), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer)

	none

	false

	false








Extra informations

No additional information is provided






PlainJavaEngine

No description provided.


Class

com.hurence.logisland.engine.vanilla.PlainJavaEngine



Tags

None.



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	jvm.heap.min

	Minimum memory the JVM should allocate for its heap

	
	null

	false

	false



	jvm.heap.max

	Maximum memory the JVM should allocate for its heap

	
	null

	false

	false








Extra informations

No additional information is provided






          

      

      

    

  

    
      
          
            
  
Common-processors

Find below the list.




          

      

      

    

  

    
      
          
            
  
Other-processors

Find below the list.




ParseUserAgent

The user-agent processor allows to decompose User-Agent value from an HTTP header into several attributes of interest. There is no standard format for User-Agent strings, hence it is not easily possible to use regexp to handle them. This processor rely on the YAUAA library [https://github.com/nielsbasjes/yauaa] to do the heavy work.


Module

com.hurence.logisland:logisland-processor-useragent:1.4.1



Class

com.hurence.logisland.processor.useragent.ParseUserAgent



Tags

User-Agent, clickstream, DMP



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	debug

	Enable debug.

	
	false

	false

	false



	cache.enabled

	Enable caching. Caching to avoid to redo the same computation for many identical User-Agent strings.

	
	true

	false

	false



	cache.size

	Set the size of the cache.

	
	1000

	false

	false



	useragent.field

	Must contain the name of the field that contains the User-Agent value in the incoming record.

	
	null

	false

	false



	useragent.keep

	Defines if the field that contained the User-Agent must be kept or not in the resulting records.

	
	true

	false

	false



	confidence.enabled

	Enable confidence reporting. Each field will report a confidence attribute with a value comprised between 0 and 10000.

	
	false

	false

	false



	ambiguity.enabled

	Enable ambiguity reporting. Reports a count of ambiguities.

	
	false

	false

	false



	fields

	Defines the fields to be returned.

	
	DeviceClass, DeviceName, DeviceBrand, DeviceCpu, DeviceFirmwareVersion, DeviceVersion, OperatingSystemClass, OperatingSystemName, OperatingSystemVersion, OperatingSystemNameVersion, OperatingSystemVersionBuild, LayoutEngineClass, LayoutEngineName, LayoutEngineVersion, LayoutEngineVersionMajor, LayoutEngineNameVersion, LayoutEngineNameVersionMajor, LayoutEngineBuild, AgentClass, AgentName, AgentVersion, AgentVersionMajor, AgentNameVersion, AgentNameVersionMajor, AgentBuild, AgentLanguage, AgentLanguageCode, AgentInformationEmail, AgentInformationUrl, AgentSecurity, AgentUuid, FacebookCarrier, FacebookDeviceClass, FacebookDeviceName, FacebookDeviceVersion, FacebookFBOP, FacebookFBSS, FacebookOperatingSystemName, FacebookOperatingSystemVersion, Anonymized, HackerAttackVector, HackerToolkit, KoboAffiliate, KoboPlatformId, IECompatibilityVersion, IECompatibilityVersionMajor, IECompatibilityNameVersion, IECompatibilityNameVersionMajor, __SyntaxError__, Carrier, GSAInstallationID, WebviewAppName, WebviewAppNameVersionMajor, WebviewAppVersion, WebviewAppVersionMajor

	false

	false








Extra informations

The user-agent processor allows to decompose User-Agent value from an HTTP header into several attributes of interest. There is no standard format for User-Agent strings, hence it is not easily possible to use regexp to handle them. This processor rely on the YAUAA library [https://github.com/nielsbasjes/yauaa] to do the heavy work.






BulkAddElasticsearch

Indexes the content of a Record in Elasticsearch using elasticsearch’s bulk processor


Module

com.hurence.logisland:logisland-processor-elasticsearch:1.4.1



Class

com.hurence.logisland.processor.elasticsearch.BulkAddElasticsearch



Tags

elasticsearch



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	elasticsearch.client.service

	The instance of the Controller Service to use for accessing Elasticsearch.

	
	null

	false

	false



	default.index

	The name of the index to insert into

	
	null

	false

	true



	default.type

	The type of this document (used by Elasticsearch for indexing and searching)

	
	null

	false

	true



	timebased.index

	do we add a date suffix

	no (no date added to default index), today (today’s date added to default index), yesterday (yesterday’s date added to default index)

	no

	false

	false



	es.index.field

	the name of the event field containing es index name => will override index value if set

	
	null

	false

	false



	es.type.field

	the name of the event field containing es doc type => will override type value if set

	
	null

	false

	false








Extra informations

Indexes the content of a Record in Elasticsearch using elasticsearch’s bulk processor.






ConsolidateSession

The ConsolidateSession processor is the Logisland entry point to get and process events from the Web Analytics.As an example here is an incoming event from the Web Analytics:

“fields”: [{ “name”: “timestamp”,              “type”: “long” },{ “name”: “remoteHost”,             “type”: “string”},{ “name”: “record_type”,            “type”: [“null”, “string”], “default”: null },{ “name”: “record_id”,              “type”: [“null”, “string”], “default”: null },{ “name”: “location”,               “type”: [“null”, “string”], “default”: null },{ “name”: “hitType”,                “type”: [“null”, “string”], “default”: null },{ “name”: “eventCategory”,          “type”: [“null”, “string”], “default”: null },{ “name”: “eventAction”,            “type”: [“null”, “string”], “default”: null },{ “name”: “eventLabel”,             “type”: [“null”, “string”], “default”: null },{ “name”: “localPath”,              “type”: [“null”, “string”], “default”: null },{ “name”: “q”,                      “type”: [“null”, “string”], “default”: null },{ “name”: “n”,                      “type”: [“null”, “int”],    “default”: null },{ “name”: “referer”,                “type”: [“null”, “string”], “default”: null },{ “name”: “viewportPixelWidth”,     “type”: [“null”, “int”],    “default”: null },{ “name”: “viewportPixelHeight”,    “type”: [“null”, “int”],    “default”: null },{ “name”: “screenPixelWidth”,       “type”: [“null”, “int”],    “default”: null },{ “name”: “screenPixelHeight”,      “type”: [“null”, “int”],    “default”: null },{ “name”: “partyId”,                “type”: [“null”, “string”], “default”: null },{ “name”: “sessionId”,              “type”: [“null”, “string”], “default”: null },{ “name”: “pageViewId”,             “type”: [“null”, “string”], “default”: null },{ “name”: “is_newSession”,          “type”: [“null”, “boolean”],”default”: null },{ “name”: “userAgentString”,        “type”: [“null”, “string”], “default”: null },{ “name”: “pageType”,               “type”: [“null”, “string”], “default”: null },{ “name”: “UserId”,                 “type”: [“null”, “string”], “default”: null },{ “name”: “B2Bunit”,                “type”: [“null”, “string”], “default”: null },{ “name”: “pointOfService”,         “type”: [“null”, “string”], “default”: null },{ “name”: “companyID”,              “type”: [“null”, “string”], “default”: null },{ “name”: “GroupCode”,              “type”: [“null”, “string”], “default”: null },{ “name”: “userRoles”,              “type”: [“null”, “string”], “default”: null },{ “name”: “is_PunchOut”,            “type”: [“null”, “string”], “default”: null }]The ConsolidateSession processor groups the records by sessions and compute the duration between now and the last received event. If the distance from the last event is beyond a given threshold (by default 30mn), then the session is considered closed.The ConsolidateSession is building an aggregated session object for each active session.This aggregated object includes: - The actual session duration. - A boolean representing wether the session is considered active or closed.   Note: it is possible to ressurect a session if for instance an event arrives after a session has been marked closed. - User related infos: userId, B2Bunit code, groupCode, userRoles, companyId - First visited page: URL - Last visited page: URL The properties to configure the processor are: - sessionid.field:          Property name containing the session identifier (default: sessionId). - timestamp.field:          Property name containing the timestamp of the event (default: timestamp). - session.timeout:          Timeframe of inactivity (in seconds) after which a session is considered closed (default: 30mn). - visitedpage.field:        Property name containing the page visited by the customer (default: location). - fields.to.return:         List of fields to return in the aggregated object. (default: N/A)


Module

com.hurence.logisland:logisland-processor-web-analytics:1.4.1



Class

com.hurence.logisland.processor.webAnalytics.ConsolidateSession



Tags

analytics, web, session



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	debug

	Enable debug. If enabled, the original JSON string is embedded in the record_value field of the record.

	
	null

	false

	false



	session.timeout

	session timeout in sec

	
	1800

	false

	false



	sessionid.field

	the name of the field containing the session id => will override default value if set

	
	sessionId

	false

	false



	timestamp.field

	the name of the field containing the timestamp => will override default value if set

	
	h2kTimestamp

	false

	false



	visitedpage.field

	the name of the field containing the visited page => will override default value if set

	
	location

	false

	false



	userid.field

	the name of the field containing the userId => will override default value if set

	
	userId

	false

	false



	fields.to.return

	the list of fields to return

	
	null

	false

	false



	firstVisitedPage.out.field

	the name of the field containing the first visited page => will override default value if set

	
	firstVisitedPage

	false

	false



	lastVisitedPage.out.field

	the name of the field containing the last visited page => will override default value if set

	
	lastVisitedPage

	false

	false



	isSessionActive.out.field

	the name of the field stating whether the session is active or not => will override default value if set

	
	is_sessionActive

	false

	false



	sessionDuration.out.field

	the name of the field containing the session duration => will override default value if set

	
	sessionDuration

	false

	false



	eventsCounter.out.field

	the name of the field containing the session duration => will override default value if set

	
	eventsCounter

	false

	false



	firstEventDateTime.out.field

	the name of the field containing the date of the first event => will override default value if set

	
	firstEventDateTime

	false

	false



	lastEventDateTime.out.field

	the name of the field containing the date of the last event => will override default value if set

	
	lastEventDateTime

	false

	false



	sessionInactivityDuration.out.field

	the name of the field containing the session inactivity duration => will override default value if set

	
	sessionInactivityDuration

	false

	false








Extra informations

The ConsolidateSession processor is the Logisland entry point to get and process events from the Web Analytics.As an example here is an incoming event from the Web Analytics:

“fields”: [{ “name”: “timestamp”,              “type”: “long” },{ “name”: “remoteHost”,             “type”: “string”},{ “name”: “record_type”,            “type”: [“null”, “string”], “default”: null },{ “name”: “record_id”,              “type”: [“null”, “string”], “default”: null },{ “name”: “location”,               “type”: [“null”, “string”], “default”: null },{ “name”: “hitType”,                “type”: [“null”, “string”], “default”: null },{ “name”: “eventCategory”,          “type”: [“null”, “string”], “default”: null },{ “name”: “eventAction”,            “type”: [“null”, “string”], “default”: null },{ “name”: “eventLabel”,             “type”: [“null”, “string”], “default”: null },{ “name”: “localPath”,              “type”: [“null”, “string”], “default”: null },{ “name”: “q”,                      “type”: [“null”, “string”], “default”: null },{ “name”: “n”,                      “type”: [“null”, “int”],    “default”: null },{ “name”: “referer”,                “type”: [“null”, “string”], “default”: null },{ “name”: “viewportPixelWidth”,     “type”: [“null”, “int”],    “default”: null },{ “name”: “viewportPixelHeight”,    “type”: [“null”, “int”],    “default”: null },{ “name”: “screenPixelWidth”,       “type”: [“null”, “int”],    “default”: null },{ “name”: “screenPixelHeight”,      “type”: [“null”, “int”],    “default”: null },{ “name”: “partyId”,                “type”: [“null”, “string”], “default”: null },{ “name”: “sessionId”,              “type”: [“null”, “string”], “default”: null },{ “name”: “pageViewId”,             “type”: [“null”, “string”], “default”: null },{ “name”: “is_newSession”,          “type”: [“null”, “boolean”],”default”: null },{ “name”: “userAgentString”,        “type”: [“null”, “string”], “default”: null },{ “name”: “pageType”,               “type”: [“null”, “string”], “default”: null },{ “name”: “UserId”,                 “type”: [“null”, “string”], “default”: null },{ “name”: “B2Bunit”,                “type”: [“null”, “string”], “default”: null },{ “name”: “pointOfService”,         “type”: [“null”, “string”], “default”: null },{ “name”: “companyID”,              “type”: [“null”, “string”], “default”: null },{ “name”: “GroupCode”,              “type”: [“null”, “string”], “default”: null },{ “name”: “userRoles”,              “type”: [“null”, “string”], “default”: null },{ “name”: “is_PunchOut”,            “type”: [“null”, “string”], “default”: null }]The ConsolidateSession processor groups the records by sessions and compute the duration between now and the last received event. If the distance from the last event is beyond a given threshold (by default 30mn), then the session is considered closed.The ConsolidateSession is building an aggregated session object for each active session.This aggregated object includes: - The actual session duration. - A boolean representing wether the session is considered active or closed.   Note: it is possible to ressurect a session if for instance an event arrives after a session has been marked closed. - User related infos: userId, B2Bunit code, groupCode, userRoles, companyId - First visited page: URL - Last visited page: URL The properties to configure the processor are: - sessionid.field:          Property name containing the session identifier (default: sessionId). - timestamp.field:          Property name containing the timestamp of the event (default: timestamp). - session.timeout:          Timeframe of inactivity (in seconds) after which a session is considered closed (default: 30mn). - visitedpage.field:        Property name containing the page visited by the customer (default: location). - fields.to.return:         List of fields to return in the aggregated object. (default: N/A)






DetectOutliers

Outlier Analysis: A Hybrid Approach

In order to function at scale, a two-phase approach is taken

For every data point


	Detect outlier candidates using a robust estimator of variability (e.g. median absolute deviation) that uses distributional sketching (e.g. Q-trees)


	Gather a biased sample (biased by recency)


	Extremely deterministic in space and cheap in computation




For every outlier candidate


	Use traditional, more computationally complex approaches to outlier analysis (e.g. Robust PCA) on the biased sample


	Expensive computationally, but run infrequently




This becomes a data filter which can be attached to a timeseries data stream within a distributed computational framework (i.e. Storm, Spark, Flink, NiFi) to detect outliers.


Module

com.hurence.logisland:logisland-processor-outlier-detection:1.4.1



Class

com.hurence.logisland.processor.DetectOutliers



Tags

analytic, outlier, record, iot, timeseries



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	value.field

	the numeric field to get the value

	
	record_value

	false

	false



	time.field

	the numeric field to get the value

	
	record_time

	false

	false



	output.record.type

	the output type of the record

	
	alert_match

	false

	false



	rotation.policy.type

	…

	by_amount, by_time, never

	by_amount

	false

	false



	rotation.policy.amount

	…

	
	100

	false

	false



	rotation.policy.unit

	…

	milliseconds, seconds, hours, days, months, years, points

	points

	false

	false



	chunking.policy.type

	…

	by_amount, by_time, never

	by_amount

	false

	false



	chunking.policy.amount

	…

	
	100

	false

	false



	chunking.policy.unit

	…

	milliseconds, seconds, hours, days, months, years, points

	points

	false

	false



	sketchy.outlier.algorithm

	…

	SKETCHY_MOVING_MAD

	SKETCHY_MOVING_MAD

	false

	false



	batch.outlier.algorithm

	…

	RAD

	RAD

	false

	false



	global.statistics.min

	minimum value

	
	null

	false

	false



	global.statistics.max

	maximum value

	
	null

	false

	false



	global.statistics.mean

	mean value

	
	null

	false

	false



	global.statistics.stddev

	standard deviation value

	
	null

	false

	false



	zscore.cutoffs.normal

	zscoreCutoffs level for normal outlier

	
	0.000000000000001

	false

	false



	zscore.cutoffs.moderate

	zscoreCutoffs level for moderate outlier

	
	1.5

	false

	false



	zscore.cutoffs.severe

	zscoreCutoffs level for severe outlier

	
	10.0

	false

	false



	zscore.cutoffs.notEnoughData

	zscoreCutoffs level for notEnoughData outlier

	
	100

	false

	false



	smooth

	do smoothing ?

	
	false

	false

	false



	decay

	the decay

	
	0.1

	false

	false



	min.amount.to.predict

	minAmountToPredict

	
	100

	false

	false



	min_zscore_percentile

	minZscorePercentile

	
	50.0

	false

	false



	reservoir_size

	the size of points reservoir

	
	100

	false

	false



	rpca.force.diff

	No Description Provided.

	
	null

	false

	false



	rpca.lpenalty

	No Description Provided.

	
	null

	false

	false



	rpca.min.records

	No Description Provided.

	
	null

	false

	false



	rpca.spenalty

	No Description Provided.

	
	null

	false

	false



	rpca.threshold

	No Description Provided.

	
	null

	false

	false








Extra informations

Outlier Analysis: A Hybrid Approach

In order to function at scale, a two-phase approach is taken

For every data point


	Detect outlier candidates using a robust estimator of variability (e.g. median absolute deviation) that uses distributional sketching (e.g. Q-trees)


	Gather a biased sample (biased by recency)


	Extremely deterministic in space and cheap in computation




For every outlier candidate


	Use traditional, more computationally complex approaches to outlier analysis (e.g. Robust PCA) on the biased sample


	Expensive computationally, but run infrequently




This becomes a data filter which can be attached to a timeseries data stream within a distributed computational framework (i.e. Storm, Spark, Flink, NiFi) to detect outliers.






EnrichRecordsElasticsearch

Enrich input records with content indexed in elasticsearch using multiget queries.
Each incoming record must be possibly enriched with information stored in elasticsearch.
Each outcoming record holds at least the input record plus potentially one or more fields coming from of one elasticsearch document.


Module

com.hurence.logisland:logisland-processor-elasticsearch:1.4.1



Class

com.hurence.logisland.processor.elasticsearch.EnrichRecordsElasticsearch



Tags

elasticsearch



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	elasticsearch.client.service

	The instance of the Controller Service to use for accessing Elasticsearch.

	
	null

	false

	false



	record.key

	The name of field in the input record containing the document id to use in ES multiget query

	
	null

	false

	true



	es.index

	The name of the ES index to use in multiget query.

	
	null

	false

	true



	es.type

	The name of the ES type to use in multiget query.

	
	default

	false

	true



	es.includes.field

	The name of the ES fields to include in the record.

	
	
	




	false

	true



	es.excludes.field

	The name of the ES fields to exclude.

	
	N/A

	false

	false








Extra informations

Enrich input records with content indexed in elasticsearch using multiget queries.
Each incoming record must be possibly enriched with information stored in elasticsearch.
Each outcoming record holds at least the input record plus potentially one or more fields coming from of one elasticsearch document.






EvaluateXPath

Evaluates one or more XPaths against the content of a record. The results of those XPaths are assigned to new attributes in the records, depending on configuration of the Processor. XPaths are entered by adding user-defined properties; the name of the property maps to the Attribute Name into which the result will be placed. The value of the property must be a valid XPath expression. If the expression matches nothing, no attributes is added.


Module

com.hurence.logisland:logisland-processor-xml:1.4.1



Class

com.hurence.logisland.processor.xml.EvaluateXPath



Tags

XML, evaluate, XPath



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	source

	Indicates the attribute containing the xml data to evaluate xpath against.

	
	null

	false

	false



	validate_dtd

	Specifies whether or not the XML content should be validated against the DTD.

	true, false

	true

	false

	false



	conflict.resolution.policy

	What to do when a field with the same name already exists ?

	overwrite_existing (if field already exist), keep_only_old_field (keep only old field)

	keep_only_old_field

	false

	false








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	An attribute

	An XPath expression

	
the attribute is set to the result of the XPath Expression.





	
	null

	false








Extra informations

Evaluates one or more XPaths against the content of a record. The results of those XPaths are assigned to new attributes in the records, depending on configuration of the Processor. XPaths are entered by adding user-defined properties; the name of the property maps to the Attribute Name into which the result will be placed. The value of the property must be a valid XPath expression. If the expression matches nothing, no attributes is added.






ExcelExtract

Consumes a Microsoft Excel document and converts each worksheet’s line to a structured record. The processor is assuming to receive raw excel file as input record.


Module

com.hurence.logisland:logisland-processor-excel:1.4.1



Class

com.hurence.logisland.processor.excel.ExcelExtract



Tags

excel, processor, poi



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	sheets

	Comma separated list of Excel document sheet names that should be extracted from the excel document. If this property is left blank then all of the sheets will be extracted from the Excel document. You can specify regular expressions. Any sheets not specified in this value will be ignored.

	
	
	false

	false



	skip.columns

	Comma delimited list of column numbers to skip. Use the columns number and not the letter designation. Use this to skip over columns anywhere in your worksheet that you don’t want extracted as part of the record.

	
	
	false

	false



	field.names

	The comma separated list representing the names of columns of extracted cells. Order matters! You should use either field.names either field.row.header but not both together.

	
	null

	false

	false



	skip.rows

	The row number of the first row to start processing.Use this to skip over rows of data at the top of your worksheet that are not part of the dataset.Empty rows of data anywhere in the spreadsheet will always be skipped, no matter what this value is set to.

	
	0

	false

	false



	record.type

	Default type of record

	
	excel_record

	false

	false



	field.row.header

	If set, field names mapping will be extracted from the specified row number. You should use either field.names either field.row.header but not both together.

	
	null

	false

	false








Extra informations

Consumes a Microsoft Excel document and converts each worksheet’s line to a structured record. The processor is assuming to receive raw excel file as input record.






FetchHBaseRow

Fetches a row from an HBase table. The Destination property controls whether the cells are added as flow file attributes, or the row is written to the flow file content as JSON. This processor may be used to fetch a fixed row on a interval by specifying the table and row id directly in the processor, or it may be used to dynamically fetch rows by referencing the table and row id from incoming flow files.


Module

com.hurence.logisland:logisland-processor-hbase:1.4.1



Class

com.hurence.logisland.processor.hbase.FetchHBaseRow



Tags

hbase, scan, fetch, get, enrich



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hbase.client.service

	The instance of the Controller Service to use for accessing HBase.

	
	null

	false

	false



	table.name.field

	The field containing the name of the HBase Table to fetch from.

	
	null

	false

	true



	row.identifier.field

	The field containing the identifier of the row to fetch.

	
	null

	false

	true



	columns.field

	The field containing an optional comma-separated list of “”<colFamily>:<colQualifier>”” pairs to fetch. To return all columns for a given family, leave off the qualifier such as “”<colFamily1>,<colFamily2>””.

	
	null

	false

	true



	record.serializer

	the serializer needed to i/o the record in the HBase row

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), none (send events as bytes)

	com.hurence.logisland.serializer.KryoSerializer

	false

	false



	record.schema

	the avro schema definition for the Avro serialization

	
	null

	false

	false



	table.name.default

	The table to use if table name field is not set

	
	null

	false

	false








Extra informations

Fetches a row from an HBase table. The Destination property controls whether the cells are added as flow file attributes, or the row is written to the flow file content as JSON. This processor may be used to fetch a fixed row on a interval by specifying the table and row id directly in the processor, or it may be used to dynamically fetch rows by referencing the table and row id from incoming flow files.






IncrementalWebSession


	This processor creates and updates web-sessions based on incoming web-events. Note that both web-sessions and web-events are stored in elasticsearch.

	Firstly, web-events are grouped by their session identifier and processed in chronological order.
Then each web-session associated to each group is retrieved from elasticsearch.
In case none exists yet then a new web session is created based on the first web event.
The following fields of the newly created web session are set based on the associated web event: session identifier, first timestamp, first visited page. Secondly, once created, or retrieved, the web session is updated by the remaining web-events.
Updates have impacts on fields of the web session such as event counter, last visited page,  session duration, …
Before updates are actually applied, checks are performed to detect rules that would trigger the creation of a new session:


the duration between the web session and the web event must not exceed the specified time-out,
the web session and the web event must have timestamps within the same day (at midnight a new web session is created),
source of traffic (campaign, …) must be the same on the web session and the web event.




When a breaking rule is detected, a new web session is created with a new session identifier where as remaining web-events still have the original session identifier. The new session identifier is the original session suffixed with the character ‘#’ followed with an incremented counter. This new session identifier is also set on the remaining web-events.
Finally when all web events were applied, all web events -potentially modified with a new session identifier- are save in elasticsearch. And web sessions are passed to the next processor.





WebSession information are:
- first and last visited page
- first and last timestamp of processed event
- total number of processed events
- the userId
- a boolean denoting if the web-session is still active or not
- an integer denoting the duration of the web-sessions
- optional fields that may be retrieved from the processed events


Module

com.hurence.logisland:logisland-processor-web-analytics:1.4.1



Class

com.hurence.logisland.processor.webAnalytics.IncrementalWebSession



Tags

analytics, web, session



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	debug

	Enable debug. If enabled, debug information are logged.

	
	false

	false

	false



	es.session.index.field

	Name of the field in the record defining the ES index containing the web session documents.

	
	null

	false

	false



	es.session.type.name

	Name of the ES type of web session documents.

	
	null

	false

	false



	es.event.index.prefix

	Prefix of the index containing the web event documents.

	
	null

	false

	false



	es.event.type.name

	Name of the ES type of web event documents.

	
	null

	false

	false



	es.mapping.event.to.session.index.name

	Name of the ES index containing the mapping of web session documents.

	
	null

	false

	false



	sessionid.field

	the name of the field containing the session id => will override default value if set

	
	sessionId

	false

	false



	timestamp.field

	the name of the field containing the timestamp => will override default value if set

	
	h2kTimestamp

	false

	false



	visitedpage.field

	the name of the field containing the visited page => will override default value if set

	
	location

	false

	false



	userid.field

	the name of the field containing the userId => will override default value if set

	
	userId

	false

	false



	fields.to.return

	the list of fields to return

	
	null

	false

	false



	firstVisitedPage.out.field

	the name of the field containing the first visited page => will override default value if set

	
	firstVisitedPage

	false

	false



	lastVisitedPage.out.field

	the name of the field containing the last visited page => will override default value if set

	
	lastVisitedPage

	false

	false



	isSessionActive.out.field

	the name of the field stating whether the session is active or not => will override default value if set

	
	is_sessionActive

	false

	false



	sessionDuration.out.field

	the name of the field containing the session duration => will override default value if set

	
	sessionDuration

	false

	false



	sessionInactivityDuration.out.field

	the name of the field containing the session inactivity duration => will override default value if set

	
	sessionInactivityDuration

	false

	false



	session.timeout

	session timeout in sec

	
	1800

	false

	false



	eventsCounter.out.field

	the name of the field containing the session duration => will override default value if set

	
	eventsCounter

	false

	false



	firstEventDateTime.out.field

	the name of the field containing the date of the first event => will override default value if set

	
	firstEventDateTime

	false

	false



	lastEventDateTime.out.field

	the name of the field containing the date of the last event => will override default value if set

	
	lastEventDateTime

	false

	false



	newSessionReason.out.field

	the name of the field containing the reason why a new session was created => will override default value if set

	
	reasonForNewSession

	false

	false



	transactionIds.out.field

	the name of the field containing all transactionIds => will override default value if set

	
	transactionIds

	false

	false



	source_of_traffic.suffix

	Prefix for the source of the traffic related fields

	
	source_of_traffic

	false

	false



	elasticsearch.client.service

	The instance of the Controller Service to use for accessing Elasticsearch.

	
	null

	false

	false








Extra informations


	This processor creates and updates web-sessions based on incoming web-events. Note that both web-sessions and web-events are stored in elasticsearch.

	Firstly, web-events are grouped by their session identifier and processed in chronological order.
Then each web-session associated to each group is retrieved from elasticsearch.
In case none exists yet then a new web session is created based on the first web event.
The following fields of the newly created web session are set based on the associated web event: session identifier, first timestamp, first visited page. Secondly, once created, or retrieved, the web session is updated by the remaining web-events.
Updates have impacts on fields of the web session such as event counter, last visited page,  session duration, …
Before updates are actually applied, checks are performed to detect rules that would trigger the creation of a new session:


the duration between the web session and the web event must not exceed the specified time-out,
the web session and the web event must have timestamps within the same day (at midnight a new web session is created),
source of traffic (campaign, …) must be the same on the web session and the web event.




When a breaking rule is detected, a new web session is created with a new session identifier where as remaining web-events still have the original session identifier. The new session identifier is the original session suffixed with the character ‘#’ followed with an incremented counter. This new session identifier is also set on the remaining web-events.
Finally when all web events were applied, all web events -potentially modified with a new session identifier- are save in elasticsearch. And web sessions are passed to the next processor.





WebSession information are:
- first and last visited page
- first and last timestamp of processed event
- total number of processed events
- the userId
- a boolean denoting if the web-session is still active or not
- an integer denoting the duration of the web-sessions
- optional fields that may be retrieved from the processed events






IpToFqdn

Translates an IP address into a FQDN (Fully Qualified Domain Name). An input field from the record has the IP as value. An new field is created and its value is the FQDN matching the IP address. The resolution mechanism is based on the underlying operating system. The resolution request may take some time, specially if the IP address cannot be translated into a FQDN. For these reasons this processor relies on the logisland cache service so that once a resolution occurs or not, the result is put into the cache. That way, the real request for the same IP is not re-triggered during a certain period of time, until the cache entry expires. This timeout is configurable but by default a request for the same IP is not triggered before 24 hours to let the time to the underlying DNS system to be potentially updated.


Module

com.hurence.logisland:logisland-processor-enrichment:1.4.1



Class

com.hurence.logisland.processor.enrichment.IpToFqdn



Tags

dns, ip, fqdn, domain, address, fqhn, reverse, resolution, enrich



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	ip.address.field

	The name of the field containing the ip address to use.

	
	null

	false

	false



	fqdn.field

	The field that will contain the full qualified domain name corresponding to the ip address.

	
	null

	false

	false



	overwrite.fqdn.field

	If the field should be overwritten when it already exists.

	
	false

	false

	false



	cache.service

	The name of the cache service to use.

	
	null

	false

	false



	cache.max.time

	The amount of time, in seconds, for which a cached FQDN value is valid in the cache service. After this delay, the next new request to translate the same IP into FQDN will trigger a new reverse DNS request and the result will overwrite the entry in the cache. This allows two things: if the IP was not resolved into a FQDN, this will get a chance to obtain a FQDN if the DNS system has been updated, if the IP is resolved into a FQDN, this will allow to be more accurate if the DNS system has been updated.  A value of 0 seconds disables this expiration mechanism. The default value is 84600 seconds, which corresponds to new requests triggered every day if a record with the same IP passes every day in the processor.

	
	84600

	false

	false



	resolution.timeout

	The amount of time, in milliseconds, to wait at most for the resolution to occur. This avoids to block the stream for too much time. Default value is 1000ms. If the delay expires and no resolution could occur before, the FQDN field is not created. A special value of 0 disables the logisland timeout and the resolution request may last for many seconds if the IP cannot be translated into a FQDN by the underlying operating system. In any case, whether the timeout occurs in logisland of in the operating system, the fact that a timeout occurs is kept in the cache system so that a resolution request for the same IP will not occur before the cache entry expires.

	
	1000

	false

	false



	debug

	If true, some additional debug fields are added. If the FQDN field is named X, a debug field named X_os_resolution_time_ms contains the resolution time in ms (using the operating system, not the cache). This field is added whether the resolution occurs or time is out. A debug field named  X_os_resolution_timeout contains a boolean value to indicate if the timeout occurred. Finally, a debug field named X_from_cache contains a boolean value to indicate the origin of the FQDN field. The default value for this property is false (debug is disabled.

	
	false

	false

	false








Extra informations

Translates an IP address into a FQDN (Fully Qualified Domain Name). An input field from the record has the IP as value. An new field is created and its value is the FQDN matching the IP address. The resolution mechanism is based on the underlying operating system. The resolution request may take some time, specially if the IP address cannot be translated into a FQDN. For these reasons this processor relies on the logisland cache service so that once a resolution occurs or not, the result is put into the cache. That way, the real request for the same IP is not re-triggered during a certain period of time, until the cache entry expires. This timeout is configurable but by default a request for the same IP is not triggered before 24 hours to let the time to the underlying DNS system to be potentially updated.






IpToGeo

Looks up geolocation information for an IP address. The attribute that contains the IP address to lookup must be provided in the ip.address.field property. By default, the geo information are put in a hierarchical structure. That is, if the name of the IP field is ‘X’, then the the geo attributes added by enrichment are added under a father field named X_geo. “_geo” is the default hierarchical suffix that may be changed with the geo.hierarchical.suffix property. If one wants to put the geo fields at the same level as the IP field, then the geo.hierarchical property should be set to false and then the geo attributes are  created at the same level as him with the naming pattern X_geo_<geo_field>. “_geo_” is the default flat suffix but this may be changed with the geo.flat.suffix property. The IpToGeo processor requires a reference to an Ip to Geo service. This must be defined in the iptogeo.service property. The added geo fields are dependant on the underlying Ip to Geo service. The geo.fields property must contain the list of geo fields that should be created if data is available for  the IP to resolve. This property defaults to “*” which means to add every available fields. If one only wants a subset of the fields,  one must define a comma separated list of fields as a value for the geo.fields property. The list of the available geo fields is in the description of the geo.fields property.


Module

com.hurence.logisland:logisland-processor-enrichment:1.4.1



Class

com.hurence.logisland.processor.enrichment.IpToGeo



Tags

geo, enrich, ip



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	ip.address.field

	The name of the field containing the ip address to use.

	
	null

	false

	false



	iptogeo.service

	The reference to the IP to Geo service to use.

	
	null

	false

	false



	geo.fields

	Comma separated list of geo information fields to add to the record. Defaults to ‘*’, which means to include all available fields. If a list of fields is specified and the data is not available, the geo field is not created. The geo fields are dependant on the underlying defined Ip to Geo service. The currently only supported type of Ip to Geo service is the Maxmind Ip to Geo service. This means that the currently supported list of geo fields is the following:continent: the identified continent for this IP address. continent_code: the identified continent code for this IP address. city: the identified city for this IP address. latitude: the identified latitude for this IP address. longitude: the identified longitude for this IP address. location: the identified location for this IP address, defined as Geo-point expressed as a string with the format: ‘latitude,longitude’. accuracy_radius: the approximate accuracy radius, in kilometers, around the latitude and longitude for the location. time_zone: the identified time zone for this IP address. subdivision_N: the identified subdivision for this IP address. N is a one-up number at the end of the attribute name, starting with 0. subdivision_isocode_N: the iso code matching the identified subdivision_N. country: the identified country for this IP address. country_isocode: the iso code for the identified country for this IP address. postalcode: the identified postal code for this IP address. lookup_micros: the number of microseconds that the geo lookup took. The Ip to Geo service must have the lookup_micros property enabled in order to have this field available.

	
	
	




	false

	false



	geo.hierarchical

	Should the additional geo information fields be added under a hierarchical father field or not.

	
	true

	false

	false



	geo.hierarchical.suffix

	Suffix to use for the field holding geo information. If geo.hierarchical is true, then use this suffix appended to the IP field name to define the father field name. This may be used for instance to distinguish between geo fields with various locales using many Ip to Geo service instances.

	
	_geo

	false

	false



	geo.flat.suffix

	Suffix to use for geo information fields when they are flat. If geo.hierarchical is false, then use this suffix appended to the IP field name but before the geo field name. This may be used for instance to distinguish between geo fields with various locales using many Ip to Geo service instances.

	
	_geo_

	false

	false



	cache.service

	The name of the cache service to use.

	
	null

	false

	false



	debug

	If true, an additional debug field is added. If the geo info fields prefix is X, a debug field named X_from_cache contains a boolean value to indicate the origin of the geo fields. The default value for this property is false (debug is disabled).

	
	false

	false

	false








Extra informations

Looks up geolocation information for an IP address. The attribute that contains the IP address to lookup must be provided in the ip.address.field property. By default, the geo information are put in a hierarchical structure. That is, if the name of the IP field is ‘X’, then the the geo attributes added by enrichment are added under a father field named X_geo. “_geo” is the default hierarchical suffix that may be changed with the geo.hierarchical.suffix property. If one wants to put the geo fields at the same level as the IP field, then the geo.hierarchical property should be set to false and then the geo attributes are  created at the same level as him with the naming pattern X_geo_<geo_field>. “_geo_” is the default flat suffix but this may be changed with the geo.flat.suffix property. The IpToGeo processor requires a reference to an Ip to Geo service. This must be defined in the iptogeo.service property. The added geo fields are dependant on the underlying Ip to Geo service. The geo.fields property must contain the list of geo fields that should be created if data is available for  the IP to resolve. This property defaults to “*” which means to add every available fields. If one only wants a subset of the fields,  one must define a comma separated list of fields as a value for the geo.fields property. The list of the available geo fields is in the description of the geo.fields property.






MatchIP

IP address Query matching (using `Luwak <http://www.confluent.io/blog/real-time-full-text-search-with-luwak-and-samza/>)`_

You can use this processor to handle custom events matching IP address (CIDR)
The record sent from a matching an IP address record is tagged appropriately.

A query is expressed as a lucene query against a field like for example:

message:'bad exception'
error_count:[10 TO *]
bytes_out:5000
user_name:tom*





Please read the Lucene syntax guide [https://lucene.apache.org/core/5_5_0/queryparser/org/apache/lucene/queryparser/classic/package-summary.html#package_description] for supported operations


Warning

don’t forget to set numeric fields property to handle correctly numeric ranges queries
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CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_2_4_0_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 2.4.0.


Module

com.hurence.logisland:logisland-service-elasticsearch_2_4_0-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_2_4_0_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	cluster.name

	Name of the ES cluster (for example, elasticsearch_brew). Defaults to ‘elasticsearch’

	
	elasticsearch

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Elasticsearch_5_4_0_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 5.4.0.


Module

com.hurence.logisland:logisland-service-elasticsearch_5_4_0-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_5_4_0_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	cluster.name

	Name of the ES cluster (for example, elasticsearch_brew). Defaults to ‘elasticsearch’

	
	elasticsearch

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Solr_6_4_2_ChronixClientService

Implementation of ChronixClientService for Solr 6 4 2


Module

com.hurence.logisland:logisland-service-solr_chronix_6_4_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_4_2_ChronixClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	group.by

	The field the chunk should be grouped by

	
	
	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Solr_8_ChronixClientService

Implementation of ChronixClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_chronix_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_8_ChronixClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	group.by

	The field the chunk should be grouped by

	
	
	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.3.0



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.3.0



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.3.0



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.3.0



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.3.0



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.3.0



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.3.0



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.3.0



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.3.0



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.3.0



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.3.0



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.3.0



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false



	geolocation.output.field.name

	Label used to name the output record field for geolocation properties

	
	null

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






HBase_1_1_2_ClientService

Implementation of HBaseClientService for HBase 1.1.2. This service can be configured by providing a comma-separated list of configuration files, or by specifying values for the other properties. If configuration files are provided, they will be loaded first, and the values of the additional properties will override the values from the configuration files. In addition, any user defined properties on the processor will also be passed to the HBase configuration.


Module

com.hurence.logisland:logisland-service-hbase_1_1_2-client:1.4.1



Class

com.hurence.logisland.service.hbase.HBase_1_1_2_ClientService



Tags

hbase, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	hadoop.configuration.files

	Comma-separated list of Hadoop Configuration files, such as hbase-site.xml and core-site.xml for kerberos, including full paths to the files.

	
	null

	false

	false



	zookeeper.quorum

	Comma-separated list of ZooKeeper hosts for HBase. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.client.port

	The port on which ZooKeeper is accepting client connections. Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	zookeeper.znode.parent

	The ZooKeeper ZNode Parent value for HBase (example: /hbase). Required if Hadoop Configuration Files are not provided.

	
	null

	false

	false



	hbase.client.retries

	The number of times the HBase client will retry connecting. Required if Hadoop Configuration Files are not provided.

	
	3

	false

	false



	phoenix.client.jar.location

	The full path to the Phoenix client JAR. Required if Phoenix is installed on top of HBase.

	
	null

	false

	true








Dynamic Properties

Dynamic Properties allow the user to specify both the name and value of a property.


dynamic-properties









	Name

	Value

	Description

	Allowable Values

	Default Value

	EL





	The name of an HBase configuration property.

	The value of the given HBase configuration property.

	These properties will be set on the HBase configuration after loading any provided configuration files.

	
	null

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false



	geolocation.output.field.name

	Label used to name the output record field for geolocation properties

	
	null

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false



	geolocation.output.field.name

	Label used to name the output record field for geolocation properties

	
	null

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false



	geolocation.output.field.name

	Label used to name the output record field for geolocation properties

	
	null

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






MaxmindIpToGeoService

Implementation of the IP 2 GEO Service using maxmind lite db file


Module

com.hurence.logisland:logisland-service-ip-to-geo-maxmind:1.4.1



Class

com.hurence.logisland.service.iptogeo.maxmind.MaxmindIpToGeoService



Tags

ip, service, geo, maxmind



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	maxmind.database.uri

	Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	maxmind.database.path

	Local Path to the Maxmind Geo Enrichment Database File.

	
	null

	false

	false



	locale

	Locale to use for geo information. Defaults to ‘en’.

	
	en

	false

	false



	lookup.time

	Should the additional lookup_micros field be returned or not.

	
	false

	false

	false








Extra informations

No additional information is provided






CSVKeyValueCacheService

A cache that store csv lines as records loaded from a file


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.CSVKeyValueCacheService



Tags

csv, service, cache



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	csv.format

	a configuration for loading csv

	default (Standard comma separated format, as for RFC4180 but allowing empty lines. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(true)), excel (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘,’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), excel_fr (Excel file format (using a comma as the value delimiter). Note that the actual value delimiter used by Excel is locale dependent, it might be necessary to customize this format to accommodate to your regional settings. withDelimiter(‘;’)  withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false) withAllowMissingColumnNames(true)), mysql (Default MySQL format used by the SELECT INTO OUTFILE and LOAD DATA INFILE operations.This is a tab-delimited format with a LF character as the line separator. Values are not quoted and special characters are escaped with ‘’. The default NULL string is “N”. Settings are: withDelimiter(‘t’) withQuote(null) withRecordSeparator(‘n’) withIgnoreEmptyLines(false) withEscape(‘’) withNullString(“N”) withQuoteMode(QuoteMode.ALL_NON_NULL)), rfc4180 (Comma separated format as defined by RFC 4180. Settings are: withDelimiter(‘,’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreEmptyLines(false)), tdf (Tab-delimited format. Settings are: withDelimiter(‘t’) withQuote(‘”’) withRecordSeparator(“rn”) withIgnoreSurroundingSpaces(true))

	default

	false

	false



	csv.header

	comma separated header values

	
	null

	false

	false



	csv.file.uri

	Path to the CSV File.

	
	null

	false

	false



	csv.file.path

	Local Path to the CSV File.

	
	null

	false

	false



	row.key

	th primary key of this db

	
	null

	false

	false



	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false



	first.line.header

	csv headers grabbed from first line

	
	null

	false

	false



	encoding.charset

	charset

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






CassandraControllerService

Provides a controller service that for the moment only allows to bulkput records into cassandra.


Module

com.hurence.logisland:logisland-service-cassandra-client:1.4.1



Class

com.hurence.logisland.service.cassandra.CassandraControllerService



Tags

cassandra, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cassandra.hosts

	Cassandra cluster hosts as a comma separated value list

	
	null

	false

	false



	cassandra.port

	Cassandra cluster port

	
	null

	false

	false



	cassandra.with-ssl

	If this property is true, use SSL. Default is no SSL (false).

	
	false

	false

	false



	cassandra.with-credentials

	If this property is true, use credentials. Default is no credentials (false).

	
	false

	false

	false



	cassandra.credentials.user

	The user name to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	cassandra.credentials.password

	The user password to use for authentication. cassandra.with-credentials must be true for that property to be used.

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






Elasticsearch_6_6_2_ClientService

Implementation of ElasticsearchClientService for Elasticsearch 6.6.2.


Module

com.hurence.logisland:logisland-service-elasticsearch_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_6_6_2_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false








Extra informations

No additional information is provided






InfluxDBControllerService

Provides a controller service that for the moment only allows to bulkput records into influxdb.


Module

com.hurence.logisland:logisland-service-influxdb-client:1.4.1



Class

com.hurence.logisland.service.influxdb.InfluxDBControllerService



Tags

influxdb, service, time series



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	influxdb.url

	InfluxDB connection url

	
	null

	false

	false



	influxdb.user

	The user name to use for authentication.

	
	null

	false

	false



	influxdb.database

	InfluxDB database name

	
	null

	false

	false



	influxdb.password

	The user password to use for authentication.

	
	null

	false

	false



	influxdb.tags

	List of tags for each supported measurement.  Syntax: <measurement>:<tag>[,<tag>]…[;<measurement>:<tag>,[<tag>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 tags: core1 and core2 and the mem measurement has 1 tag: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_fields_but_explicit_tags.

	
	null

	false

	false



	influxdb.fields

	List of fields for each supported measurement.  Syntax: <measurement>:<field>[,<field>]…[;<measurement>:<field>,[<field>]]… Example: cpu:core1,core2;mem:used : in this example, the cpu measurement has 2 fields: core1 and core2 and the mem measurement has 1 field: used. This must only be set if configuration mode is explicit_tags_and_fields or all_as_tags_but_explicit_fields.

	
	null

	false

	false



	influxdb.configuration_mode

	Determines the way fields and tags are chosen from the logisland record. Possible values and meaning: explicit_tags_and_fields: only logisland record fields listed in influxdb.tags and influxdb.fields will be inserted into InfluxDB with the explicit type. all_as_fields: all available logisland record fields will be inserted into  InfluxDB as fields. all_as_tags_but_explicit_fields: all available logisland record fields will be inserted into  InfluxDB as tags except those listed in influxdb.fields that will be inserted into InfluxDB as fields. all_as_fields_but_explicit_tags: all available logisland record fields will be inserted into  InfluxDB as fields except those listed in influxdb.tags that will be inserted into InfluxDB as tags

	explicit_tags_and_fields, all_as_fields, all_as_fields_but_explicit_tags, all_as_tags_but_explicit_fields

	null

	false

	false



	influxdb.consistency_level

	Determines the consistency level used to write points into InfluxDB. Possible values are: ANY, ONE, QUORUMand ALL. Default value is ANY. This is only useful when  using a clustered InfluxDB infrastructure.

	ANY, ONE, QUORUM, ALL

	ANY

	false

	false



	influxdb.retention_policy

	Determines the name of the retention policy to use. Defaults to autogen. The defined retention policy must already be defined in the InfluxDB server.

	
	autogen

	false

	false



	influxdb.timefield

	Time field for each supported measurement.  Syntax: <measurement>:<field>,<format>…[;<measurement>:<field>,<format>]… With format being any constant defined in  java.util.concurrent.TimeUnit enum: DAYS, HOURS, MICROSECONDS, MILLISECONDS, MINUTES, NANOSECONDS or SECONDS. Example: cpu:time,NANOSECONDS;mem:timeStamp,MILLISECONDS In this example: for the cpu measurement, the time for the influx DB point matching the record will be the value of the time field that represents nanoseconds. For the mem measurement, the time for the influx DB point matching the record will be the value of the timeStamp field that represents milliseconds.  Any measurement for which the time field is not defined will use the content of the record_time technical field as the time (which is a number of milliseconds since epoch).

	
	null

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false








Extra informations

No additional information is provided






LRUKeyValueCacheService

A controller service for caching data by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-inmemory-cache:1.4.1



Class

com.hurence.logisland.service.cache.LRUKeyValueCacheService



Tags

cache, service, key, value, pair, LRU



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	cache.size

	The maximum number of element in the cache.

	
	16384

	false

	false








Extra informations

No additional information is provided






MongoDBControllerService

Provides a controller service that wraps most of the functionality of the MongoDB driver.


Module

com.hurence.logisland:logisland-service-mongodb-client:1.4.1



Class

com.hurence.logisland.service.mongodb.MongoDBControllerService



Tags

mongo, mongodb, service



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property supports the  Expression Language .


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	mongo.uri

	MongoURI, typically of the form: mongodb://host1[:port1][,host2[:port2],…]

	
	null

	false

	true



	mongo.db.name

	The name of the database to use

	
	null

	false

	true



	mongo.collection.name

	The name of the collection to use

	
	null

	false

	true



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	mongo.bulk.mode

	Bulk mode (insert or upsert)

	insert (Insert records whose key must be unique), upsert (Insert records if not already existing or update the record if already existing)

	insert

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	mongo.write.concern

	The write concern to use

	ACKNOWLEDGED, UNACKNOWLEDGED, FSYNCED, JOURNALED, REPLICA_ACKNOWLEDGED, MAJORITY

	ACKNOWLEDGED

	false

	false



	mongo.bulk.upsert.condition

	A custom condition for the bulk upsert (Filter for the bulkwrite). If not specified the standard condition is to match same id (‘_id’: data._id)

	
	${’{ “_id” :”’ + record_id + ‘”}’}

	false

	true








Extra informations

No additional information is provided






RedisKeyValueCacheService

A controller service for caching records by key value pair with LRU (last recently used) strategy. using LinkedHashMap


Module

com.hurence.logisland:logisland-service-redis:1.4.1



Class

com.hurence.logisland.redis.service.RedisKeyValueCacheService



Tags

cache, service, key, value, pair, redis



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	redis.mode

	The type of Redis being communicated with - standalone, sentinel, or clustered.

	standalone (A single standalone Redis instance.), sentinel (Redis Sentinel which provides high-availability. Described further at https://redis.io/topics/sentinel), cluster (Clustered Redis which provides sharding and replication. Described further at https://redis.io/topics/cluster-spec)

	standalone

	false

	false



	connection.string

	The connection string for Redis. In a standalone instance this value will be of the form hostname:port. In a sentinel instance this value will be the comma-separated list of sentinels, such as host1:port1,host2:port2,host3:port3. In a clustered instance this value will be the comma-separated list of cluster masters, such as host1:port,host2:port,host3:port.

	
	null

	false

	false



	database.index

	The database index to be used by connections created from this connection pool. See the databases property in redis.conf, by default databases 0-15 will be available.

	
	0

	false

	false



	communication.timeout

	The timeout to use when attempting to communicate with Redis.

	
	10 seconds

	false

	false



	cluster.max.redirects

	The maximum number of redirects that can be performed when clustered.

	
	5

	false

	false



	sentinel.master

	The name of the sentinel master, require when Mode is set to Sentinel

	
	null

	false

	false



	password

	The password used to authenticate to the Redis server. See the requirepass property in redis.conf.

	
	null

	true

	false



	pool.max.total

	The maximum number of connections that can be allocated by the pool (checked out to clients, or idle awaiting checkout). A negative value indicates that there is no limit.

	
	8

	false

	false



	pool.max.idle

	The maximum number of idle connections that can be held in the pool, or a negative value if there is no limit.

	
	8

	false

	false



	pool.min.idle

	The target for the minimum number of idle connections to maintain in the pool. If the configured value of Min Idle is greater than the configured value for Max Idle, then the value of Max Idle will be used instead.

	
	0

	false

	false



	pool.block.when.exhausted

	Whether or not clients should block and wait when trying to obtain a connection from the pool when the pool has no available connections. Setting this to false means an error will occur immediately when a client requests a connection and none are available.

	true, false

	true

	false

	false



	pool.max.wait.time

	The amount of time to wait for an available connection when Block When Exhausted is set to true.

	
	10 seconds

	false

	false



	pool.min.evictable.idle.time

	The minimum amount of time an object may sit idle in the pool before it is eligible for eviction.

	
	60 seconds

	false

	false



	pool.time.between.eviction.runs

	The amount of time between attempting to evict idle connections from the pool.

	
	30 seconds

	false

	false



	pool.num.tests.per.eviction.run

	The number of connections to tests per eviction attempt. A negative value indicates to test all connections.

	
	-1

	false

	false



	pool.test.on.create

	Whether or not connections should be tested upon creation.

	true, false

	false

	false

	false



	pool.test.on.borrow

	Whether or not connections should be tested upon borrowing from the pool.

	true, false

	false

	false

	false



	pool.test.on.return

	Whether or not connections should be tested upon returning to the pool.

	true, false

	false

	false

	false



	pool.test.while.idle

	Whether or not connections should be tested while idle.

	true, false

	true

	false

	false



	record.recordSerializer

	the way to serialize/deserialize the record

	com.hurence.logisland.serializer.KryoSerializer (serialize events as json blocs), com.hurence.logisland.serializer.JsonSerializer (serialize events as json blocs), com.hurence.logisland.serializer.AvroSerializer (serialize events as avro blocs), com.hurence.logisland.serializer.BytesArraySerializer (serialize events as byte arrays), com.hurence.logisland.serializer.KuraProtobufSerializer (serialize events as Kura protocol buffer), none (send events as bytes)

	com.hurence.logisland.serializer.JsonSerializer

	false

	false








Extra informations

No additional information is provided






Solr_6_6_2_ClientService

Implementation of ElasticsearchClientService for Solr 5.5.5.


Module

com.hurence.logisland:logisland-service-solr_6_6_2-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr_6_6_2_ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided






Elasticsearch_7_x_ClientService

Implementation of ElasticsearchClientService for ElasticSearch 7.x. Note that although Elasticsearch 7.x still accepts type information, this implementation will ignore any type usage and will only work at the index level to be already compliant with the ElasticSearch 8.x version that will completely remove type usage.


Module

com.hurence.logisland:logisland-service-elasticsearch_7_x-client:1.4.1



Class

com.hurence.logisland.service.elasticsearch.Elasticsearch_7_x_ClientService



Tags

elasticsearch, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values, and whether a property is considered “sensitive”..


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	backoff.policy

	strategy for retrying to execute requests in bulkRequest

	noBackoff (when a request fail there won’t be any retry.), constantBackoff (wait a fixed amount of time between retries, using user put retry number and throttling delay), exponentialBackoff (time waited between retries grow exponentially, using user put retry number and throttling delay), defaultExponentialBackoff (time waited between retries grow exponentially, using es default parameters)

	defaultExponentialBackoff

	false

	false



	throttling.delay

	number of time we should wait between each retry (in milliseconds)

	
	500

	false

	false



	num.retry

	number of time we should try to inject a bulk into es

	
	3

	false

	false



	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	flush.interval

	flush interval in sec

	
	5

	false

	false



	concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	ping.timeout

	The ping timeout used to determine when a node is unreachable. For example, 5s (5 seconds). If non-local recommended is 30s

	
	5s

	false

	false



	sampler.interval

	How often to sample / ping the nodes listed and connected. For example, 5s (5 seconds). If non-local recommended is 30s.

	
	5s

	false

	false



	username

	Username to access the Elasticsearch cluster

	
	null

	false

	false



	password

	Password to access the Elasticsearch cluster

	
	null

	true

	false



	enable.ssl

	Whether to enable (true) TLS/SSL connections or not (false). This can for instance be used with opendistro. Defaults to false. Note that the current implementation does try to validate the server certificate.

	
	false

	false

	false



	shield.location

	Specifies the path to the JAR for the Elasticsearch Shield plugin. If the Elasticsearch cluster has been secured with the Shield plugin, then the Shield plugin JAR must also be available to this processor. Note: Do NOT place the Shield JAR into NiFi’s lib/ directory, doing so will prevent the Shield plugin from being loaded.

	
	null

	false

	false



	hosts

	ElasticSearch Hosts, which should be comma separated and colon for hostname/port host1:port,host2:port,….  For example testcluster:9300.

	
	null

	false

	false



	ssl.context.service

	The SSL Context Service used to provide client certificate information for TLS/SSL connections. This service only applies if the Shield plugin is available.

	
	null

	false

	false



	charset

	Specifies the character set of the document data.

	
	UTF-8

	false

	false



	geolocation.output.field.name

	Label used to name the output record field for geolocation properties

	
	null

	false

	false








Extra informations

No additional information is provided






Solr8ClientService

Implementation of SolrClientService for Solr 8


Module

com.hurence.logisland:logisland-service-solr_8-client:1.4.1



Class

com.hurence.logisland.service.solr.Solr8ClientService



Tags

solr, client



Properties

In the list below, the names of required properties appear in bold. Any other properties (not in bold) are considered optional. The table also indicates any default values.


allowable-values









	Name

	Description

	Allowable Values

	Default Value

	Sensitive

	EL





	batch.size

	The preferred number of Records to setField to the database in a single transaction

	
	1000

	false

	false



	bulk.size

	bulk size in MB

	
	5

	false

	false



	solr.cloud

	is slor cloud enabled

	
	false

	false

	false



	solr.collection

	name of the collection to use

	
	null

	false

	false



	solr.connection.string

	zookeeper quorum host1:2181,host2:2181 for solr cloud or http address of a solr core

	
	localhost:8983/solr

	false

	false



	solr.concurrent.requests

	setConcurrentRequests

	
	2

	false

	false



	flush.interval

	flush interval in ms

	
	500

	false

	false



	schema.update_timeout

	Schema update timeout interval in s

	
	15

	false

	false








Extra informations

No additional information is provided
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Dynamic properties


Overview


You use components to run jobs in logisland that manipulate records. Those components use properties that you specify in the job configuration file.
Some of them are defined in advance by the component’s developer. They got a name and you have to use it to define these properties.
We call those properties static properties.

Some components support dynamic properties. When this is the case, any properties specified in job conf for this component that is not
a static property will be used as a dynamic property instead of throwing an error for a bad configuration.

In this section we will talk about those properties and how you can use them.






Structure of a dynamic properties


Dynamic properties are really just like static properties but build on the fly. It allow to use both the name and the value of the property
by the developer. For example instead of specifying :

record.name: myName
record.value: myValue





You could specify :

myName: myValue





The advantage is that you can have any number of dynamic property whereas you have to specify in advance all static properties…






Usage of a dynamic properties


You can check the documentation of AddFields processor that we will use in those example.





Adding a field which is concatenation of two others using ‘_’ as joining string


set those dynamic properties in  AddFields processor :


	concat2fields : value1


	my_countries : 3


	my_countries.type : INT




Then records processed by this processor would have 2 more fields out of this processors:


	field ‘concat2fields’ of type String with value ‘value1’


	field ‘my_countries’ of type Int with value ‘3’




By default if no type is specified by a dynamic property it use a type of String or the same type as old value if field already existed and you choose an overwrite policy.

See AddFields processor doc fore more information.







Conclusion


As you can see dynamic properties are very flexible but it’s usage is very dependent of the implementation of the component’s developer.
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Expression Language


Overview


All data in Logisland is represented by an abstraction called a Record. Those records contains fields of different types.

You use components to run jobs in logisland that manipulate those records. Those components use properties that you specify in the job configuration file.
Some of them support the expression language (EL). In this section we will talk about those properties and how you can use them.






Structure of a Logisland Expression


The Logisland expression Language always begins with the start delimiter ${ and ends
with the end delimiter }. Between the start and end delimiters is the text of the
expression itself. In its most basic form, the expression can consist of just a
record field name. For example, ${name} will return the value of the field name
of the record used.

The use of the property depends on the implementation of the components ! Indeed it is the component
that decide to evaluate your Logisland expression with which Record.

For example the AddField processor use Logisland expression in its dynamic properties.


	The key representing the name of the field to add.


	The value can be a Logisland expression that will be used to calculate the value of the new field. In this expression you can use fields value of the current Record because it is passed as context of the Logisland expression by this processor.




So be sure to carefully read description of the properties to understand how it will be evaluated and for what purpose.

We are currently using the mvel language which you can check documentation here [http://mvel.documentnode.com/].


Note

If you want to be able to use another ScriptEngine than mvel (javascript for example). You can open an issue to ask this feature.
Feel free to make a Pull request as well to implement this new feature.
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Tutorials

Chat with us on Gitter

[image: Gitter]
 [https://gitter.im/logisland/logisland?utm_source=share-link&utm_medium=link&utm_campaign=share-link]Download the latest release build [https://github.com/Hurence/logisland/releases] and unzip on an edge node.
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Prerequisites

There are two main ways to launch a logisland job :


	within Docker containers


	within an Hadoop distribution (Cloudera, Hortonworks, …)





1. Trough a Docker container (testing way)

Logisland is packaged as a Docker container that you can build yourself or pull from Docker Hub.

To facilitate integration testing and to easily run tutorials, you can use docker-compose with the followings :


	docker-compose.yml [https://raw.githubusercontent.com/Hurence/logisland/master/logisland-core/logisland-framework/logisland-resources/src/main/resources/conf/docker-compose.yml].




Once you have these file you can run a docker-compose command to launch all the needed services (zookeeper, kafka, es, kibana, redis and logisland).
(You can remove the services that you do not need depending on tutorial).

Elasticsearch on docker needs a special tweak as described here [https://www.elastic.co/guide/en/elasticsearch/reference/current/docker.html#docker-cli-run-prod-mode]

# set vm.max_map_count kernel setting for elasticsearch
sudo sysctl -w vm.max_map_count=262144

#
cd /tmp
wget https://raw.githubusercontent.com/Hurence/logisland/master/logisland-framework/logisland-resources/src/main/resources/conf/docker-compose.yml
docker-compose up






Note

you should add an entry for sandbox and kafka (with the container ip) in your /etc/hosts as it will be easier to access to all web services in logisland running container.
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Run Logisland stream within Kubernetes : stage 1

This is the begining of a multiple part series of tutorials going through setting up a scalable Apache log indexation to Elasticsearch in kubernetes. This guide will bring you to a fully functionnal Kubernetes logisland setup.

Part 1 - Setting up Elasticsearch
Part 2 - Setting up Kibana
Part 3 - Setting up a three-node Zookeeper cluster
Part 4 - Setting up a three-node Kafka cluster
Part 5 - Setting up Logisland

Kafka and Zookeeper can be manually scaled up at any time by altering and re-applying configuration.
Kubernetes also provides features for autoscaling, read more about auto scaling Kubernetes Pods should that be a requirement.


sources



	https://imti.co/kafka-kubernetes/


	https://github.com/kiritbasu/Fake-Apache-Log-Generator


	https://blog.gruntwork.io/automated-testing-for-kubernetes-and-helm-charts-using-terratest-a4ddc4e67344








0 - Pre-requisites & initial setup

First of all you’ll need a Kubernetes cluster or a minikube cluster (https://kubernetes.io/docs/tasks/tools/install-minikube/ ).
For the first option I would highly recommend to follow the Hello Minikube tutorial for those who don’t have any background with Kubernetes.
This will help to get minikube and kubectl commands installed.
(Minikube is the local development Kubernetes environment and kubectl is the command line interface used to interact with Kubernetes cluster).




Shaving the Yak!

One or two commands that used in this post will be mac or linux specific. Reference this guide to get more up to date and OS specific commands.
Once you’ve got the tools all installed, you can now follow along these steps to create a single node Elasticsearch cluster.

If you are using Minikube, make sure that its started properly by running this command


	for mac:




minikube start --vm-driver=hyperkit






	for linux (use virtualbox by default, so you have to install it) :




minikube start





Now set the Minikube context. The context is what determines which cluster kubectl is interacting with.

kubectl config use-context minikube





Verify that kubectl is configured to communicate with your cluster:

kubectl cluster-info





To view the nodes in the cluster, run

kubectl get nodes







Kubernetes Dashboard

Minikube includes the kubernetes dashboard as an addon which you can enable.

minikube addons list





returns

- default-storageclass: enabled
- coredns: disabled
- kube-dns: enabled
- ingress: disabled
- registry: disabled
- registry-creds: disabled
- addon-manager: enabled
- dashboard: enabled
- storage-provisioner: enabled
- heapster: disabled
- efk: disabled





You can enable an addon using:

minikube addons enable dashboard





You can then open the dashboard with command

minikube dashboard





Please note that on some virtual environments (like VirtualBox) the minikube VM may start with too few resources (you should allocate at least 4 CPUs and 6Go RAM)



Kubernetes setup

The best you can do is to follow the official guides to get the following tools up and running.

The Kubernetes command-line tool, kubectl, allows you to run commands against Kubernetes clusters. You can use kubectl to deploy applications, inspect and manage cluster resources, and view logs. setup kubectl [https://kubernetes.io/docs/tasks/tools/install-kubectl/]

Minikube, a tool that runs a single-node Kubernetes cluster in a virtual machine on your laptop is the easiest way to start with. setup minikube [https://kubernetes.io/docs/tasks/tools/install-minikube/]


Note

Deciding where to run Kubernetes depends on what resources you have available and how much flexibility you need. You can run Kubernetes almost anywhere, from your laptop to VMs on a cloud provider to a rack of bare metal servers. You can also set up a fully-managed cluster by running a single command or craft your own customized cluster on your bare metal servers. setup kubernetes [https://kubernetes.io/docs/setup/]
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